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Abstract in water quality caused by thermal pollution, eutrophica-
tion, sedimentation, and chemical pollution.

This paper describes a fully automated stone y-larvae | addition to its practical importance, the automated
classi cation system using a local features approach. It recognition of stone ies raises many fundamental computer
compares the three region detectors employed by the SySyisjon challenges. Stone y larvae are highly-articulates
tem: the Hessian-af ne detector, the Kadir entropy detecto jects with many sub-parts (legs, antennae, tails, wing pads
and a new detector we have developed called the prinCi-etc) and many degrees of freedom. Some taxa exhibit in-
pal curvature based region detector (PCBR). It introduces teresting patterns on their dorsal sides, but others are not
a concatenated feature histogram (CFH) methodology that patterned. Some taxa are distinctive; others are very dif -
uses histograms of local region descriptors as feature vec-cyt to identify. Finally, as the larvae repeatedly moleith
tors for classi cation and compares the results using this gjze and color change. This variation in size, color, and
methodology to that of Opelt [11] on three stone y identi - pose means that simple computer vision methods that rely
cation tasks. Our results indicate that the PCBR detector o placing all objects in a standard pose cannot be applied.
outperforms the other two detectors on the most dif cult \ethods that can handle signi cant variation in pose, size,
discrimination task and that the use of all three detectors gnd coloration are needed.
outperforms any other con guration. The CFH methodol-

ogy also outperforms the Opelt methodology in these tasks To address these challenges, we based our method on a

bag-of-features approach [3, 11] to classi cation, whigh e
tracts a bag of region-based features from the image without
regard to their relative spatial arrangement. The features
) are then summarized as a feature vector and classi ed via
1. Introduction state-of-the-art machine learning methods. Our approach
involves ve stages: (a) region detection, (b) region dgscr
Population counts of stoney (Plecoptera) larvae and tion, (c) region classi cation into features, (d) combiiet
other aquatic insects inhabiting stream substrates amerkno of detected features into a feature vector, and (e) nal-clas
to be a sensitive and robust indicator of stream health andsi cation of the feature vector. For region detection, we-em
water quality. Biomonitoring using aquatic insects hagbee ploy three different algorithms: the Hessian-af ne detect
employed by federal, state, local, tribal, and private re- [9], the Kadir entropy detector [5], and a new detector that
source managers to track changes in river and stream healthve have developed called the principal curvature-based re-
and to establish baseline criteria for water quality statisla  gion detector (PCBR). All detected regions are described
However, the sorting and identi cation of insect specimens using Lowe's SIFT descriptor [7]. At training time, a Gaus-
can be extremely time consuming and requires substantialsian mixture model (GMM) is t to the set of SIFT vectors,
technical expertise. Thus aquatic insect identi catiorais and each mixture component is taken to be a feature. At
major technical bottleneck for large-scale implementatio classi cation time, each SIFT vector is assigned to the most
of biomonitoring. Larval stone ies are especially imparta  likely feature and a histogram consisting of the number of
for biomonitoring, because they are sensitive to redustion SIFT vectors assigned to each feature is formed. Feature



vectors from each of the separate detectors are concatenatethe tube where it is photographed by a QIlmaging MicroP-
to produce a larger vector when working with combinations ublisher 5.0 RTV 5 megapixel color digital camera, which
of detectors. The nal labeling of the specimens is based is attached to a Leica MZ9.5 high-performance stereomi-
on these feature vectors and is performed by an ensembleroscope at 0.63x magni cation (Figure 1b). With this ap-
of logistic model trees [6]. paratus, we can image a few tens of specimens per hour.
In related work, the ABIS system [1] performs iden- Figure 3 shows some example images obtained using this
ti cation of bees based on features extracted from their stoney imaging assembly.
forewings. It uses both geometric features (lengths, angle
and areas) and appearance features. It requires manual po+
sitioning of the insect and prior expert knowledge about
the forewings. DAISY [10] is a general-purpose identi-
cation system that has been applied to several arthropod
identi cation tasks. It uses appearance features and a ran-
dom n-tuple classi er (NNC) [8]. It requires user interac-
tion for image capture and segmentation. SPIDA-web [4]
is an automated identi cation system that applies neural
networks for species classi cation from wavelet encoded
images. SPIDA-web's feature vector is built from a sub-
set of the components of the wavelet transform using the
Daubechines 4 function. The spider specimen has to be
manipulated by hand, and the image capture, preprocessing Figure 1. (a) Prototype mirror and transporta-
and region selection also require direct user interaction. tion apparatus. (b) Entire stone y transporta-
The goal of our work is to provide a rapid-throughput ~ tion and imaging setup (with microscope and
system for classifying stone y larvae to the species level.  attached digital camera, light boxes, and
To achieve this, we have developed a system that combines computer controlled pumps for transporting
a mechanical apparatus for manipulating and photographing and rotating the specimen.
the specimens with a software system for processing and
classifying the resulting images. Section 2 describes the
full stone y identi cation system, and Section 3 describes
a large set of experiments and results.

2.2. Feature Detection

We apply three region detectors to each image: (a) the
2. Stone y Identi cation System Hessian-af ne detector [9], (b) the Kadir entropy detector
[5], and (c) our new PCBR detector. The PCBR detector
The stone y identi cation system consists of a mechan- Was developed to complement previous detectors which use
ical apparatus for automated mechanical manipulation andthe gradient orientation information directly from the im-
imaging of the specimens and a software system consist2ge. Our method performs a watershed segmentation of an
ing of local feature detection, description, classi catiand ~ €igenimage of the principal curvatures of the insect image
combination into a feature vector that is used by an ensem-t0 obtain useful regions. The algorithm, which is illuseut

ble of logistic model trees to identify the specimen. in Figure 2, can be summarized as follows:
_ ) _ 1. Compute the Hessian matrix image describing each
2.1. Automated Mechanical Manipulation pixel's local image curvature.

and Imaging of Stone y Larvae

2. Form the principal curvature image by extracting the
largest positive eigenvalue from each pixel's Hessian
matrix (Figure 2b).

Figure 1(a) shows the mechanical apparatus, which con-
sists of two alcohol reservoirs connected by an alcohol-
lled tube. A specimen is manually inserted into the plexi-
glass well shown at the right edge of the gure and pumped
through the tube. Infrared detectors positioned part way 3. Apply a gray scale morphological close on the princi-
along the tube detect the passage of the specimen and cut  pal curvature image to remove noise and threshold the
off the pumps. Then a side uid jet “captures” the speci- resulting image to obtain a “clean” binary principal
men in the eld of view of the microscope. When power curvature image (Figure 2c).
to this jet is cut off, the specimen settles to the bottom of



Figure 2. Regions de ned by principal cur-

vature. (a) the original image, (b) principal
curvature magnitude, (c) binary curvatures,
(d) watershed boundaries, (e) watershed re-
gions, (f) tted elliptical regions.

4. Segment the clean image into regions using the

watershed transform (Figures 2d and 2e).

Table 1. Dictionary Construction. D is the
number of region detectors (3 in our case),
and K is the number of stoney taxa to be
recognized (4 in our case).

Dictionary Construction

For each detectat=1;:::;D
Foreachclask=1;:::; K
Let Sy be the set of SIFT vectors that results
from applying detectod to all cluster images from
classk.
Fit a Gaussian mixture model &y« to obtain a
set of mixture componenfCg- g;"
The GMM estimates the probability of each SIFT
vectors 2 Syk as
P(s) = dak JP().
‘=1
whereCyqy- is a multi-variate Gaussian
distribution with mean 4 and diagonal covariance
matrix g .

Cak: (S] ak s

De ne the keyword mapping function

keyak (s) = argmax- Cax: (S| dk 3 dik )

mixture model (GMM) via the Expectation-Maximization

5. Fit an ellipse to each watershed region to produce the(EM) algorithm toSqx . The GMM has the following form:

detected interest regions (Figure 2f).

Each detected region is represented by a SIFT vector

using Mikolajczyk's modi cation to the binary code dis-
tributed by Lowe [7].

2.3. Training and Classi cation

Our approach to classi cation of stone y larvae closely

X
p(s) =

=1

dik;” )P ()

Cax: (S] ak s

wheres denotes a SIFT vector, the component probability
distributionCy.» is a multivariate Gaussian density func-
tion with mean 4. and covariance matrix 4 , and
dk IS constrained to be a diagonal matrix. The number
of components is a parameter that must be speci ed. Each
tted component de nes a keyword. A virtue of employing

follows the “bag of features” approach but with several 3 model-based clustering method such as GMM is that it
modi cations and extensions. Tables 1, 2, and 3 provide can be viewed as a classi er. Given a new SIFT vestor
pseudo-code for our method. The training process requiresywe compute the corresponding keywore keygx (S) by

two sets of images, one for de ning the dictionaries and one nding the * that maximizep(sj gk

for training the classi er. In addition, to assess the aecyr

ak: ). Note that

we disregard the mixture probabiliti€s("). This is equiv-

of the learned classi er, we need a holdout test data set.alent to mappmg to the nearest cluster center under the
Therefore, we begin by partitioning the data at random into Mahalobis distance de ned by: .

three subsets: clustering, training, and testing.

Dictionary Construction We construct a separate dictio-
nary for each region detectarand each clask (Table 1).

The GMM tting is initialized with the centers of mass
of the clusters obtained by the k-means algorithm. The k-
means algorithm is initialized by picking random elements.

The EM steps are performed either until the error tting the

Let Sqgx be the SIFT descriptors that were found by apply- GMM is less tharD:05%from the previous iteration or 100

ing detectord to images from clask. We t a Gaussian

itrations are performed.



Table 2. Feature Vector Construction. The
histograms are generated by employing the
keyqg.k dictionary keys.

Table 3. Training and Classi cation. B is the
number of bootstrap iterations (i.e., the size
of the classi er ensemble).

Feature Vector Construction
To construct a feature vector for an image:

Foreachclask =1;:::;K
LetHqyx be the keyword histogram for detecibr
and clask

For each SIFT vectas detected by detectat
incrementH .k [keyqgk (S)]
Let H be the concatenation of th;. histograms

Training

examples wherél; is the concatenated histogram for
training imagd andy; is the corresponding class
label (i.e., stone y species).

Construct training sef;, by samplingN training
examples randomly with replacement frdm
LetLMT y, be the logistic model tree tted tdy,

Classi cation

for all d andk.
Given a test image, léd be the concatenated histogram

resulting from feature vector construction.
Letvotegk] = 0 be the number of votes for claks

Feature Vector Construction  After constructing the dic-  Forpb=1:::::B
tionaries from the clustering image set, the next step is to ety be the class predicted M T ,, applied toH .
construct a set of training examples from the training image  |ncrementvotes[yy,].

set (Table 2). To accomplish this, the three region detsctor | ety = argmax, voteglk] be the class with the most votes.
are applied to each training image. Each region found by predicty.

detectord is represented as a SIFT vector and then mapped

to an appropriate keyword for each classising keyy:s.

These keywords are accumulated to form a histodtam,

and these histograms are then concatenated to produce thg : . e
) ade Range of Oregon: the speciealineuria californica
nal feature vector. WithD detectorsK classes, and 9 9 P

mixtur mponents. there aie K L elements in th (Banks), the specieBoroneuria baumannBtark & Bau-
ure components, there elements € mann, the specieldesperoperla paci ca(Banks), and the
nal feature vector.

genusYoraperla Each specimen was placed in its own
vial with an assigned control number and photographed us-
Training and Classi cation ~ Once the training set is con-  jng the apparatus described in Section 2.1. Approximately
structed, the next Step is to train the classi er (Table 3¢ W twenty images were obtained of each Specimen, which
employ a state-of-the-art ensemble classi cation method: yje|ds 20 individual images. These were then manually ex-
bagged logistic model trees. Logistic model trees (LMT) amined, and all images that gave a dorsal view within 30
were developed by Landwehr, Hall, and Frank [6]. Bag- degrees of vertical were selected for analysis. It takesiabo
ging [2] is a general method for constructing an ensemble of 5 minutes for a specimen to be loaded into our imaging ap-
classi ers. Given a set of labeled training examples and a  paratus, transported to the imaging area, reoriented and im
desired ensemble sif, it constructs bootstrap replicate  aged 5 times, transported to the catch basin and reinserted
into its bottle. On average per image, our segmentation step
takes 15.6 seconds, feature extraction takes 43.3 secoids (
with replacement fronT. The learning algorithm is then  \yhich 42 seconds is for the PCBR detector), and classi ca-
applied to each of these replicate training Sigtto produce  tjon takes only 6.5 ms. The code for the PCBR detector is
aclassi erLMT . To predict the class of a new image, each n the process of being optimized. The mechanical speci-
LMT  is applied to the new image, and the predictions vote men handling is currently the limiting factor in the system
to determine the overall prediction. throughput.

Figure 3 shows some of the images collected for the
study. Note the variety of colors, sizes, and poses. Note
also thatYoraperlais quite distinctive in color and shape.

We collected263 specimens of four stone y taxa from The other three taxa are quite similar to each other, and the
freshwater streams in the mid-Willamette Valley and Cas- rst two (CalineuriaandDoroneurig are exceedingly dif-

a training set of sizgT j constructed by sampling uniformly

3. Experiments and Results



cult to distinguish. This is emphasized in Figure 4, which the extent possible, the partitions were strati ed so that t
shows closeup dorsal views. To verify the dif culty of dis- class frequencies were the same across the three partitions
criminating these two taxa, we conducted an experimentin each “fold” of the cross-validation, one partition sedve
that tested the ability of humans to sepai@sdineuriaand as the clustering data set for de ning the dictionaries,& se
Doroneuria A total of 26 students and faculty from Ore- ond partition served as the training data set, and the third
gon State University were allowed to train on 50 randomly- partition served as the test set.
selected images of these two species, and were subsequently
tested with another 50 images. Most of the subjects (21) had
some prior entomological experience. The mean score was
78:6% correctly identi ed (std. dev. 8:4). There was no
statistical difference between the performance of entemol
ogists and non-entomologists (Wilcoxon two-sample test,
W =57:5p 0:5365.

Given the characteristics of the taxa, we de ned three
discrimination tasks, which we term CDHY, JtHY, and CD
as follows:

Figure 4. Comparison images: Calineuria de-
tails (left) and Doroneuriadetails.

CDHY: Discriminate among all four taxa

JtHY: MergeCalineuriaandDoroneuriato de ne a single
class, and then discriminate among the resulting three

classes 3.1. Overall Results

CD: Focus on discriminating only betwe€ralineuriaand

Doroneuria Our experiments were designed to achieve two goals.
First, we wanted to determine how well our combined
method (with three region detectors) could perform on the
three recognition tasks. To establish a basis for evaloatio
we also applied the method of Opelt, et al., [11], which is
one of the best current object recognition systems, and com-
pared our results to theirs. Second, we wished to evaluate
the contribution of each of the three region detectors to the
performance of the system. To achieve this second goal, we
trained our system in 7 different con gurations correspond
ing to training with all three detectors, all pairs of detest
and all individual detectors.

Table 4. Percentage of images correctly clas-
si ed for our system with all three region de-
tectors along with 95% con dence intervals.

(d) I Task | Accuracy[%]

CDHY | 8242 212

Figure 3. Example images of different stone- JiHY | 9540 116
y larvae species. (@) Calineuria (b) CD | 7937 270

Doroneuria (c) Hesperoperlaand (d) Yoraperla

Table 4 shows the classi cation rates achieved by our
Performance on all three tasks was evaluated via three-combined method on the three discrimination tasks. Ta-
fold cross-validation. The images were randomly parti- ble 5 shows the confusion matrices for the three tasks. On
tioned into three sets of approximately equal size under thethe CDHY task, our system achieves 82% correct classi -
constraint that all images of any given specimen were re- cations. As expected, the main dif culty is to discriminate
quired to be placed in the same partition. In addition, to Calineuria and Doroneuria On this binary classi cation



task, our method attains 79% correct classi cation, which
is approximately equal to the mean for human subjects with
some prior experience. When these two classes are pooled
in the JtHY task, performance reaches 95% correct, which
is excellent.

Table 6. CD classi cation rates comparison
of Opelt's method and CFH when applied wiE)h
different combinations of detectors. A in-
dicates that the corresponding detector was

Table 5. Confusion matrices of the combined
Kadir, Hessian-Af ne and PCBR detectors for

used.

Hessian| Kadir Accuracy[%]
the three tasks. (a) CDHY (b) JtHY and (c) CD. atpe | entropy | PCBR | Opelt[11] | CHF & LMT
T n 60.59 70.10
predicted a3 Cal. | Dor. | Hes. | Yor. T n 62.63 70.34
Calineuria 315| 79 6 0 n n o 67.86 79.03
Doroneuria | 80 | 381 | 2 0 T C C 70.10 79.37
Hesperoperla| 24 | 22 | 203 | 4
Yoraperla 1 0 0 123
predicted a3 JE)?%t CD | Hes. | Yor. PCBR complement each other well. The best pairwise re-
JointCD 857 5 1 sults for the JtHY task is obtained by the Kadir-Hessian
Hesperoperla 6 503 | 4 pair; which appears to be better fpr tasks that re.quir.e an
Yoraperla 0 1 123 overall assessment pf the shape. Finally, the combinafion o
® all three detectors glves. the best results on each. task.
predicted a3 Calineurial Doroneuria The I_DCBR detector is very stable,l although it dogs not
Calineura 304 96 aIway; identify all of the.relevant regions. The Kadir de-
Doroneura 82 381 tgctor is also stablle, but it nds a very large numper of re-
© gions, most of which are not relevant. The Hessian-af ne

detector nds very good small-scale regions, but its larger
scale detections are not useful for classi cation. The PCBR
detector focuses on the interior of the specimens, whereas

In order to test the performance of the CFH methodol- the other detectors (especially Kadir) tend to nd points on
ogy combined with LMTs, we also applied a competing the edges between the specimens and the background. In
method [11] to the dif cult CD task using the same image aqdition to concentrating on the interior, the regions fun
features. Opelt's method is similar to ours in that it is also py the PCBR detector are more “meaningful” in that they
based on ensemble learning principles (AdaBoost) and alsazorrespond better to body parts. This may explain why the
able to combine multiple feature types for classi cationeW pcBR detector did a better job on the CD task.

adapted Opelt's Matlab implementation to our features and
followed the default setting of the parameters given in the
paper. Euclidean distance is used as the distance metric for
the SIFT features, and number of iterations T = 100. The
classi cation rates are summarized in Table 6. As we can
see, for all four combinations of detectors, our method out-
performs Opelt's method by 8-12 percentage points.

Table 7. Classication rates of the CFH
method when applied v&ith different combina-
tions of detectors. A indicates that the cor-
responding detector was used.

3.2. Results for Multiple Region Detectors

Table 7 summarizes the results of applying all combina-
tions of one, two, and three detectors to the CDHY, JtHY,

and CD tasks. The rst three lines show that each detec-

tor has unique strengths when applied alone. The Hessian-

af ne detector works best on the 4-class CDHY task; the

Kadir detector is best on the 3-class JtHY task, and the

PCBR detector gives the best 2-class CD results. On the

Hessian| Kadir Accuracy[%)]
afne entropy | PCBR | CDHY | JtHY | CD

T n 73.14 | 90.32| 70.10

C n 70.64 | 90.56| 70.34
n n T 71.69 | 86.21| 79.03
n C n 78.14 | 94.19| 74.16
C n ; 80.48 | 93.79| 78.68
n o n 78.31 | 92.09 | 68.83

i i 82.42 | 95.40| 79.37

pairwise experiments it appears that the Hessian-af ne and



4. Summary

This paper has presented a combined hardware—softwarello]

system for rapid-throughput classi cation of stoney lar-
vae. The goal of the system is to perform cost-effective
biomonitoring of freshwater streams. To this end, the appa-

[9] K. Mikolajczyk and C. Schmid. Scale and af ne invariant

interest point detector$JCV, 60(1):63—-86, 2004.

M. A. O'Neill, I. D. Gauld, K. J. Gaston, and P. Weeks.
Daisy: an automated invertebrate identi cation system us-
ing holistic vision techniques. IRroc. Inaugural Meeting
BioNET-INTERNATIONAL Group for Computer-Aided Tax-
onomy (BIGCAT)pages 13—-22, Egham, 2000.

ratus is capable of nearly unassisted manipulation and pho-[11] A. Opelt, A. Pinz, M. Fussenegger, and P. Auer. Generic

tographing of stone y specimens, and it obtains images of
consistently high quality. The generic object recognition
algorithms attain classi cation accuracy that is suf ctBn
good (82% for 4-classes; 95% for 3-classes) to support the
application. By rejecting for manual classi cation the spe
imens in which the con dence level is not high enough; only
a reasonable 30% of the samples would require further pro-
cessing while the remaining identi ed specimens can reach
an accuracy above 90% on all the de ned tasks. The PCBR
detector is particularly useful for discriminating betwee
the most similar species and works well in combination with
the Hessian-af ne and Kadir detectors in all tasks. Finally
our CHF methodology was found to outperform Opelt's in
all tasks.
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