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Abstract Congestion games offer a perfect environment in which to study
the impact of local decisions on global utilities in multiagent systems. What is
particularly interesting in such problems is that no individual action is intrin-
sically “good” or “bad” but that combinations of actions lead to desirable or
undesirable outcomes. As a consequence, agents need to learn how to coordi-
nate their actions with those of other agents, rather than learn a particular set
of “good” actions. A congestion game can be studied from two different per-
spectives: (i) from the top down, where a global utility (e.g., a system-centric
view of congestion) specifies the task to be achieved; or (ii) from the bottom
up, where each agent has its own intrinsic utility it wants to maximize. In
many cases, these two approaches are at odds with one another, where agents
aiming to maximize their intrinsic utilities lead to poor values of a system
level utility. In this paper we extend results on difference utilities, a form of
shaped utility that enables multiagent learning in congested, noisy conditions,
to study the global behavior that arises from the agents’ choices in two types
of congestion games. Our key result is that agents that aim to maximize a
modified version of their own intrinsic utilities not only perform well in terms
of the global utility, but also, on average perform better with respect to their
own original utilities. In addition, we show that difference utilities are robust
to agents “defecting” and using their own intrinsic utilities, and that perfor-
mance degrades gracefully with the number of defectors.
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1 Introduction

Congestion games are characterized by having the system performance depend
on the number of agents that select a particular action, rather than on the
intrinsic value of particular actions. Examples of such problems include many
traffic problems (like lane/route selection) [9,13,14,30,34], path selection in
data routing [32], and side selection in the minority game [15,28]. In those
problems, the desirability of lanes, paths or sides depends solely on the number
of agents having selected them. As a consequence, agents (or players) that take
independent actions need to coordinate their actions in order to achieve their
own goals.

In this paper we apply multiagent coordination to two distinct formula-
tions of a congestion game (Figure 1). First we investigate this problem from
“system-centric” view with a well defined system utility function measuring
the performance of the full system. In this problem, different actions have dif-
ferent values based on their potential use and their impact on the full system.
In this case, the agents need to learn to select actions to not produce “spikes”
for certain actions, with deleterious effects on the system utility. Then we inves-
tigate this problem from the perspective of the agents who want to maximize
their own intrinsic utility functions, which better accommodates a competi-
tive setting such as congestion games. Based on those agent-centric functions,
we build a social welfare function to measure the system performance. Both
formulations share the same underlying property that agents greedily pursu-
ing their best interests cause congestion to worsen for everyone in the system,
including themselves. However, the solution to alleviating congestion takes on
a different form in each formulation, as the interaction between agent-centric
and system-centric utilities have different characteristics in their respective
formulations.

In this setting, we aim to study the system behavior that results from the
agents aiming to maximize the utilities they are given. One direct approach
to this problem would be to enumerate the agents’ actions and compute the
equilibrium point that ensues. However, this is impractical not only because
of the sheer number of agents and actions, but also because of the information
needed by each agent [27]. Another approach would be to have each agent
use a randomized policy based on a set of actions determined to optimize
their utilities (like a “softmax” approach as described in [44]). However, this
approach requires the agents to know the utility value for each of their actions.
Because in this setting the resulting system utility depends on the agents’ joint
action and because the agents do not know what actions were taken by the
other agents in the system, they operate with (very) limited information. The
only feedback they receive is their own utility values. Therefore, to test the
efficiency of each agent utility, we focus on having the agents learn the set of
actions that optimize their utilities. This is similar to agents playing a non-
stationary “n-armed” bandit game [44] where the distribution of each arm
depend on the actions of other agents.
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Fig. 1: The two different views of systems in congestion games. The system-
centric view (left) starts with a global utility function provided for the task.
Agents then receive utility functions directly derived from this utility. The
agent-centric view (right) starts from the agents’ intrinsic utilities, then builds
a global performance metric from them to measure the entire system. From
that global utility we derive utility functions for the agents to pursue (this
is more suited to competitive domains). In each case, we consider three util-
ity types: “L” for local utility, “G” for global or system utility, and “D” for
difference utility (Section 3.2).

In this work, each agent aims to perform an “action-to-utility” mapping
based on a simple reinforcement learning algorithm [33,44]. Because the focus
of this work is the impact of the utilities themselves and the learning algo-
rithm is simply a tool to maximize those utilities, we focus on simple learning
algorithms. Indeed, the key issue here is to ensure that the agents have utilities
that promote good system level behavior. To that end, it is imperative that
the agent utilities: (i) be aligned with the system utility1, ensuring that when
agents aim to maximize their own utility they also aim to maximize system
utility; and (ii) be sensitive to the actions of the agent taking that action, so
that each agent can determine the proper actions to select (i.e., they need to
limit the impact of other agents in the utility functions of a particular agent).

The difficulty in agent utility selection stems from the fact that typically
these two properties provide conflicting requirements. A utility that is aligned
with the system utility usually accounts for the actions of other agents, and
thus is likely to not be sensitive to the actions of one agent; on the other hand,
a utility that is sensitive to the actions of one agent is likely not to be aligned
with system utility. This issue is central to achieving coordination in a conges-
tion game and has been investigated in various fields such as computational
economics, mechanism design, computational ecologies and game theory [10,
29,42,26,38,43,50]. In particular, the difference utility, which aims to directly
estimate the impact of an agent on the global utility has been shown to pro-

1 We call the function rating the performance of the full system, “system utility” through-
out this paper. We will specify “system-centric utility” or “agent-centric utility” to distin-
guish between the two main system performance criteria.
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vide coordinated behavior in multiple domains where a well-defined system
level utility function was provided, including multi-robot coordination and air
traffic control [1–3,47,50,53]. In this work, we extend this concept to domains
defined by agent utilities.

We experiment with two congestion domains in this paper: a “single-
peak” domain with few actions, only one of which is “desired” or targeted
by agents [49,48]; and a “multi-peak” domain with many actions, several of
which may be desired by agents. These domains correspond to various kinds of
real-life problems; for example the single-peak domain loosely corresponds to a
rush-hour traffic problem in which many drivers desire to arrive at home imme-
diately after leaving work at 5 PM. The multi-peak congestion domain loosely
corresponds to an airport scheduling problem with many airplanes wishing to
leave the airport at several different peak times. The key differences between
these problems is that in the first one there are few actions with large capac-
ities (e.g., a handful of 15-minute windows to depart but the road can take
many cars in that time slice) whereas in the second problem there are many
actions with small capacity (e.g., many departure times for aircraft, but only
a few can depart at any one time).

1.1 Contributions

In this paper, we build the agent utilities around the concept of the difference
utility extensively used in problems defined on the left side of Figure 1 [1–3,
47,50,53].

This paper has three key contributions, all based on the right hand formu-
lation of Figure 1:

1. We demonstrate that the difference utility can be derived even if the prob-
lem formulation does not have a system level utility.

2. We then show that agents using the difference utility not only perform
well in terms of a global metric, but on average perform better on their
own intrinsic utilities. From Figure 1, this means that agents pursuing
DAC achieves higher values of LAC than if they were aiming to directly
maximize LAC .

3. We then show that agents using the difference utility derived from an agent
centric setting also perform well in terms of a system-centric utility. From
Figure 1, this means that agents pursuing DAC achieve good values of GSC ,
whereas agents pursuing LAC or GAC do not.

This paper is organized as follows: Section 2 presents the system dynamics
and mathematical congestion model used in this paper. Section 3 discusses
the agent learning and the agent utilities that will be explored, including the
difference utility. Section 4 presents a system viewed from top-down from a
system-centric perspective, starting from a well defined system utility and us-
ing that to derive agent utilities. Section 5 presents the system from a bottom-
up, agent-centric perspective, with each agent starting from an intrinsic utility,
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and the system building a social welfare function to rate the performance of
the full system. Section 6 presents experimental results and shows that not
only do difference utilities provide good values for the system-centric utility,
but having agents use a modified version of their intrinsic utilities rather than
aim to maximize them directly leads them to achieve higher values of their
own intrinsic utilities. Finally Section 7 discusses the implication of these re-
sults and provides insight into the reasons for some of the behavior observed
in these experiments.

1.2 Related Work

Congestion games [41] – where system performance depends on the number
of agents taking a particular action – are central to work in AI, game theory,
operations research, and economics. The congestion game studied in this paper
is similar to the problem experienced by drivers choosing a time at which to
leave work. Similar traffic problems are well-studied in previous literature and
provide an interesting domain to study the behavior of cooperative multiagent
systems. This type of congestion game is ubiquitous in routing domains (e.g.,
on a highway, a particular lane is not preferable to any other lane, what matters
is how many others are using it) [31,49]. Agents in such a system often require
sophisticated coordination in order to avoid a “tragedy of the commons” where
selfish agents reduce the reward gained by everyone, including themselves. An
example of such an approach is reservation based intersection management
where agents are cars [18]. Larger, strategic solutions to such problems have
also been explored [9]. The impact of reinforcement learning agents (at the
level of individual traffic lights) has been studied [52,35].

The social impact of local decisions has also been studied as variants of
the El Farol bar problem (also called the minority game) which can be viewed
as a one shot congestion game [16,15,53]. The multi-night bar problem is an
abstraction of congestion games which has been extensively studied [4,28]. In
such versions of the congestion game, each agent has to determine which day
of the week to attend a bar. The problem is set up so that if either too few
agents attend (boring evening) or too many people attend (crowded evening),
the total enjoyment of the attending agents drop, which requires agents to
remain in constant coordination. The congestion game we study in this work
is similar, but due to the domain and shape of the utility functions, only high
attendance is a problem (too few agents selecting an action is not an issue),
but that problem is compounded by the cascading congestion in other slots.

Typical approaches to solving congestion games have often studied the
extremely challenging [36] problem of finding a Nash equilibrium for general
games [17,40]. In general, equilibria are hard to find and there may be an
exponential number of them, particularly when the number of agents and the
number of agent actions increases. Indeed, describing strategic interactions in
normal form requires space exponential in the number of players, and is thus
difficult even without computational issues [27].
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In addition, direct computation of incentives to lead to particular solutions
can provide solutions to congestion games. For example, the Vickrey-Clarke-
Groves (VCG) mechanism [19] can provide a solution and has been used in
congestion games [39]. However, the computation of the equilibrium points, al-
locations and utilities can be difficult in larger problems. An extension dubbed
“learnable mechanism design” aims to overcome this problem and has been
successful in some domains [37].

In cases where direct computation of equilibrium and agent actions is not
practical, reinforcement learning has been used to coordinate multiagent sys-
tems. For example, Win or Learn Fast [11] is one such approach that learns
faster when losing, and more slowly when winning, which allows agents to
converge to good policies in multiagent games. Alternately, agents may rely
on knowledge about the actions of other agents [25], or require communication
between the agents [45]. Computing equilibrium points is of course critical in
such problems and efficient methods for their computation have been proposed
[12]. In addition, N-armed bandit problems have been explored by reinforce-
ment learning to study the convergence of agents [44]. The congestion game
studied in this work can be viewed as a variant of such problems where the
distribution of each “arm” depends on the actions of other agents in the sys-
tem.

In general, coordinating large numbers of agents using a learning approach
has been shown not to perform well in some domains, particularly when agents
may work at cross-purposes [46]. In fact, the congestion domains we study in
this paper are instances of such problems in that without external mechanisms,
agents pursuing their own utilities lead to poor system behavior. One approach
to overcome this is the use of agent specific utilities such as difference utilities
that aim to capture the impact of an agent on the full system [1,49,51,53].
Such utilities have been applied to a multitude of domains such as multi-
robot coordination, air traffic control and sensor coordination, all domains
that had a well defined system level utility (as described on the left-hand side
of Figure 1) [3,47,48], and have not been extended to problem defined by the
agent’s intrinsic utilities (left hand side of Figure 1).

2 System Dynamics and Congestion Model

In this work, we investigate a congestion model where there is a fixed set of
agents whose actions are to select one or more desired resources, referred to in
this paper as “slots” or “time slots”. Rather than model traffic directly [5,8,
7,20,22–24,34], we aim to capture “the agent action to utility” mapping using
an abstract model of congestion, but still retain the complexity of traffic flow.

This model abstracts many different real-world congestion games, such as
drivers competing for the use of a particular stretch of road or a particular
lane of a highway, patrons visiting a bar on different days, airplanes competing
to depart an airport at particular profitable times, or even packets on a net-
work competing for particular routes [6]. If the number of agents is below the
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capacity of the slot, the agents reach their destination at the expected times.
However, if the number of agents exceeds the slots capacity, the agents remain
in the system and effectively reduce its capacity for all following agents. In this
paper, we use a nonlinear model for the agents “cascade” from one time slot
to another, which introduces both a time-dependent aspect and a nonlinear
congestion increase on to the more traditional bar problem (minority game) [4,
16,15,28,53].

Let the number of agents kai , in slot ai be given by:

kai = kai−1 − exitai(kai−1) +
∑
j

I(ai, j) , (1)

where kai−1 is the number of agents in the preceding slot (ai− 1) and I(ai, j)
is the indicator function that returns one if agent j selected slot ai and zero
otherwise.

Given a system parameter c that provides the capacity of a resource, Equa-
tion 2 provides the number of agents leaving the system at time slot i:

exit(k) =
{
k if k ≤ c
ce−

k−c
c otherwise

(2)

This equation states that up to c agents may leave the system at slot i, and the
number of agents that may leave decreases exponentially once that capacity
has been reached. The agents that do not leave remain in the system. The
net effect of this congestion model is in decreasing the effective capacity of a
time slot based on the number of agents who selected that slot. Congestion is
modeled as a queue. New agents enter the back of the queue. Agents leaving
the system are taken from the front of the queue. Thus, the actions of an agent
have influence over multiple time slots, starting with the time slot in which
they entered the system.

For example, if 300 agents are on a given time slot with capacity 250,
the capacity is reduced by 18%, resulting in an effective capacity of 205 and
causing 95 agents to be cascaded to the next time slot. In contrast, in a linear
model, only 50 agents would have been cascaded to the next time slot. This
effect becomes more pronounced as congestion increases (for example for 500
agents in the system, the capacity is reduced by 63%, to an effective capacity
of only 91 and 409 agents are cascaded to the next time slot).

3 Agent Coordination

In this paper, the joint agent’s environment is modeled as a finite set of actions
a ∈ A available to the agent 2 and reward model R : A→ R which returns the
reward R(a) after taking action a. We will be referring to rewards as “utilities
for the rest of the paper.

2 In past work, we referred to this as “full system state” z. In this paper we use a to
emphasize the dependence of the utilities on the agents’ joint action.
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Each agent i, tries to maximize its own utility function gi(a), and the sys-
tem performance is measured by a system utility function G(a) (for example,
this is the “system-centric utility” discussed in Section 4 or the social welfare
function developed in Section 5). In addition, to isolate the action of agent i
when necessary, we use the notation a−i to refer to the situation where agent
i’s action has been removed.

3.1 Agent Learning

The focus of this paper is studying the impact of the utility functions that
promote desired system behavior, assuming the agents have the capabilities to
maximize their utilities. To that end, each agent will use a simple reinforcement
learning algorithm (though alternatives such as evolving neuro-controllers are
also effective [3]).

For complex delayed-reward problems, relatively sophisticated reinforce-
ment learning systems such as temporal difference may have to be used. The
congestion domain modeled in this paper only needs to utilize immediate utili-
ties, and thus we will not use sophisticated, delayed-reward learning algorithms
such as temporal difference learning. Instead, each agent will use a value table
that will provide estimates for the utility values of specific actions.

In addition, to allow exploration of the action space, the agents will select
the action deemed best at that point with probability 1− ε and take a random
action with probability ε. This reinforcement learner can be described as an
ε-greedy learner with a discount parameter of 0. At every episode an agent
takes an action and then receives a reward (value of the immediate utility)
evaluating that action. After taking action a and receiving reward R an agent
updates its value table as follows:

V (a)← (1− α)V (a) + α ·R , (3)

where α is the learning rate. In the experiments described in this paper, α is
equal to 0.5 and ε is equal to 0.05. The parameters were chosen experimentally,
though system performance was not overly sensitive to these parameters.

3.2 Difference Utility Functions

A key question now is to determine what immediate reward each agent will
receive for their actions, and how the selection of that reward impacts system
level behavior. In addition to an agent’s intrinsic utility (assuming it exists)
and the system utility (G) in this work we will explore the difference util-
ity [50] for shaping agent behavior. For a given system level function G, the
difference utility for an agent i is given by:

Di(a) ≡ G(a)−G(a−i) , (4)
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where a−i is the joint action vector without agent i. In other words, the action
of i is removed (i.e., replaced with a domain specific “null” vector). This type of
agent utility offers two advantages. First, Di and G are aligned, meaning that
any action that improves Di also improves G. This is because the two utilities
have the same partial derivative with respect to the actions of agent i, as the
second term of Di does not depend on the actions of that agent [50]. Second,
Di usually has far better signal-to-noise properties than does G, because the
second term of D removes some of the effect of other agents (i.e., noise) from
i’s utility function.

The difference utility can be applied to any linear or non-linear system
utility function. However, its effectiveness is dependent on the domain and
the interaction among the agent utility functions. At best, it fully cancels the
effect of all other agents. At worst, it reduces to the system utility function,
unable to remove any terms. Still, the difference utility often requires less
computation than the system utility function [51]. Indeed, for the problems
presented in this paper, agent i can compute Di using less information than
required for G (see details in Section 4 and Section 5).

4 Measuring System Performance Top Down

The first step in this investigation is determining well defined performance
metrics that rate the different outcomes resulting from the agents’ actions.
Though for some domains, there may be a single logical utility function (e.g.,
robots maximizing an exploration based utility), in the congestion domain, this
step is far from straight-forward. In this study, we will focus on two distinct
perspectives and provide results and insight for both.

First, one can use a top-down approach where a “system-centric utility”
rates the performance of the system from an average congestion perspective,
with little to no regard for individual agents’ preferences. Second, one can
use a bottom-up approach where the agents’ intrinsic preferences are used to
build a social welfare function and rate the performance of the system in terms
of that social welfare function, directly reflecting how satisfied the agents are
with the outcomes. Though one may reasonably expect that the system-centric
utility and the social welfare function based on agent preferences will aim to
lower congestion, there is no reason to assume that they will have the same
optima, or promote similar behavior. Let us first discuss the case where the
system performance is measured by a global utility representing the system
perspective. This system-centric utility is given by:

GSC(a) =
∑
ai

waiexit(kai) , (5)

where wai are weights that model scenarios where different time slots ai have
different desirabilities, and exit(kai) measures the number of agents that exit
the system in time slot ai.
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In this problem formulation, the task is to have the agents choose time slots
that maximize GSC , the system-centric utility. To that end, agents have to
balance the benefit of going at preferred time slots against possible congestion
in those time slots.

While the goal is to maximize GSC , the distributed nature of the problem
means that each individual agent will try to maximize an agent-specific utility.
The agents will maximize their utilities through reinforcement learning (as
discussed in Section 3.1).

A key decision then is in determining the type of utility that each agent
will receive. In this formulation, we focus on the following three agent utilities:

– The first utility is simply the system utility GSC , where each agent tries
to maximize the system utility directly.

– The second utility is a local utility, LSCi where each agent tries to maximize
a utility based on the time slot it selected:

LSCi(a) = waiexit(kai) , (6)

where kai is the number of agents in the time slot chosen by agent i.
– The third utility is the difference utility, DSC :

DSCi(a) = GSC(a)−GSC(a−i)

=
∑
j

wjexit(kj)−
∑
j

wjexit(k−ij ) , (7)

where k−ij is the number of agents there would have been in time slot j
had agent i not been in the system (for the slots in which the agent is in
the system, this is kj − 1).
The computation of Equation (7) is difficult due to the requirement to
receive information from every time slot. Restricting this equation to be-
tween the time slots when an agent enters and exits the system captures
the key contribution of an agent, with two simple assumptions: (i) what
happened before agent i took its action has no impact on agent i’s util-
ity; and (ii) what happens after agent i arrives has no impact on agent i’s
utility. The first assumption always holds, and the second one is a good
approximation as the impact of the two terms of Equation (7) are very
similar for when the actions of agent i have been removed (see Section 7
for further examination of this assumption). With these assumptions, we
can use the following approximation:

DSCi(a) '
τi∑
j=ai

wjexit(kj)−
τi∑
j=ai

wjexit(kj − 1) , (8)

where ai is the selected slot and τi is the slot in which the agent exited the
system.
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5 Measuring System Performance Bottom Up

In the discussion above, the system-centric utility measured the health of the
whole system, providing a global perspective from which to derive utilities for
the individual agents. Though appealing in its formulation, this approach is
less representative of congestion than a model in which the agents’ intrinsic
preferences are the key factors in shaping system behavior. In this section,
we focus on such an agent-centric approach, and introduce individual agent
preferences that directly capture the desires of the agents.

In this approach, the system performance is gauged by a social welfare func-
tion based on the agent preferences. With this function the individual agent
utilities measure the agents’ success at attaining personal arrival preference.
We selected an exponential decay function to represent the agents’ satisfaction
with their time slots, resulting in the following agent-centric, LACi , functions
(which again only depends on the joint action a):

LACi(a) = e
−(τi−ti)

2

b , (9)

where τi is time in which agent i leaves the system, ti is the desired or target
slot for leaving the system for agent i, and b is a parameter that determines
the steepness of the decline in utility as a function of the time gap between
desired and actual arrival times.

After an agent picks some slot to depart, depending on the choices of other
agents, it may find itself stuck in congestion, leaving the system at a later time
(τi) than intended. The agent actually wants to leave the system at its target
time (ti), so LACi peaks when the agent leaves the system at its target time.

Unlike in the previous section where we started from a system wide perspec-
tive (system-centric utility), in this perspective, we start from intrinsic agent
preferences. Using the agent-centric functions, we construct a social welfare
function (Equation 10) and use that to measure the system performance. The
interesting question we address in this section is what utilities should the agent
aim to maximize to also maximize the social welfare function. In this study,
we focus on the following three agent utilities:

– The agent-centric utility given by LACi , where each agent tries to directly
maximize its own local utility.

– The social welfare function based on the agent-centric functions:

GAC(a) =
∑
i

LACi(a)

=
∑
i

e
−(τi−ti)

2

b (10)

This function measures the performance of the system as the sum of the
individual local agent utilities, so the system does best when all of its
agents arrive in their desired target slots.



12 Kagan Tumer, Scott Proper

– The difference utility which in this formulation is derived from the social
welfare function computed above is given by:

DACi(a) = GAC(a)−GAC(a−i) (11)

This utility computes an agents impact on the system by estimating the
gain to the system by the removal of that agent. The net effect of removing
agent i from the system is in allowing other agents to potentially leave the
system rather than remain in a congested system. When the time slot
chosen by agent i is not congested, agent i’s removal does not impact any
other agents. Using this reasoning, Equation (11) provides the difference
between agent i’s own utility and the utility the agents who remain in the
system would have received had agent i not been in the system. In terms
of the original agent-centric utilities, this means that agent i’s utility is
penalized by the contributions of agents that it caused to be delayed.

The computation of Equation (11) is problematic in practice due to the cou-
pling between the agents actions and their impact of future time slots. To ef-
fectively measure this value, an estimate of each time slot following the agent’s
selected time slot would need to be computed. A more readily computable es-
timate for the difference utility may be derived by substituting Equation (10)
into Equation (11) as follows:

DACi(a) =
∑
j

e
−(τj−tj)

2

b −
∑
j 6=i

e
−(τ
′
j−tj)

2

b , (12)

where τ and τ
′

signify the time slot that the agents leave the system with the
agent i in the system, and without agent i in the system respectively.

We now make the simplifying assumption that the only significantly af-
fected slot is the one the agent attended, ai. By doing this, we ignore the
direct impact that agent i has on following slots, and any rewards agents de-
layed into following slots might receive. As well-behaving agents should never
be delayed, we believe this is a reasonable assumption, especially once the
policy begins to converge:

DACi(a) '
∑
j

I(τj = ai)e
−(ai−tj)

2

b −
∑
j 6=i

I(τ ′j = ai)e
−(ai−tj)

2

b , (13)

where I() is an identity function that returns 1 if it’s argument is true, 0
otherwise. Intuitively, the first term counts the number of agents in slot ai
that exit it with agent i in the system, multiplied by a weight for that slot,
and the second term counts the number of agents in slot ai that exit it with
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agent i removed from the system, likewise multiplied by a weight. Simplifying:

DACi(a) 'I(τi = ai)e
−(ai−ti)

2

b +∑
j 6=i

(
I(τj = ai)e

−(ai−tj)
2

b − I(τ ′j = ai)e
−(ai−tj)

2

b

)
(14)

=I(τi = ai)e
−(ai−ti)

2

b +
∑
j 6=i

(
e
−(ai−tj)

2

b (I(τj = ai)− I(τ ′j = ai))
)

If we enumerate the outcomes of I(τj = ai) − I(τ ′j = ai) and remove one
impossible outcome in which removing an agent from the system increases
congestion, we note that I(τj = ai)− I(τ ′j = ai) = −I(τ ′j = ai)I(τj > ai) and
can make the corresponding substitution:

DACi(a) ' I(τi = ai)e
−(ai−ti)

2

b +
∑
j 6=i

(
−e

−(ai−tj)
2

b I(τ ′j = ai)I(τj > ai)
)

(15)

For the single-peak domain described in Section 6.2, all agents share the
same desired slot, i.e. tj = ti. If agents do not share the same desired slot,
as in the multi-peak domain in Section 6.3, we assume that agents taking the
same action desire the same slot, i.e. tj ' ti. Thus we replace tj with ti and

factor out −e
−(ai−ti)

2

b from the sum:

DACi(a) ' I(τi = ai)e
−(ai−ti)

2

b − e
−(ai−ti)

2

b

∑
j 6=i

(
I(τ ′j = ai)I(τj > ai)

)
(16)

Intuitively,
∑
j 6=i
(
I(τ ′j = ai)I(τj > ai)

)
counts the number of other agents

in slot ai that the action of agent i causes to be delayed. From the system
dynamics (Equation (2)), we know this is one agent unless congestion is very
high. In other words, if agent i is delayed, it will cause (at most) one other
agent in the system to also be delayed. Thus we can approximate Equation (16)
as follows:

DACi(a) ' I(τi = ai)e
−(ai−ti)

2

b − e
−(ai−ti)

2

b I(τi > ai) (17)

or:

DACi(a) '

{
e
−(ai−ti)

2

b : τi = ai

−e
−(ai−ti)

2

b : τi > ai
(18)

where the condition τi > ai determines whether agent i caused any congestion.
Note that Equation (18) may also be understood intuitively: the first term
indicates that agent i receives its local utility directly, due to lack of congestion.
The second term indicates that agent i should not only not be rewarded by its
local utility, but also penalized an equal amount, which in fact compensates
for the loss of the local utility of another agent (the agent which was delayed
due to this agent’s action).
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6 Experimental Results

We perform experiments on two variations of the congestion domain. The
“single-peak” domain has only 9 slots (actions) and a single “peak” or desired
time for agents to schedule. The “multi-peak” domain has 89 slots or actions,
and 11 evenly-scattered peak times which agents are randomly assigned to.
Despite the multi-peak domain having more slots, it is equally congested as
the capacity of each slot has been reduced so as to match the overall capacity
of the single-peak domain.

For the single-peak congestion domain, we first discuss the implementation
and then test the effectiveness of the different agent utilities in promoting de-
sirable system behavior by performing experiments for both the top down and
bottom up approaches. We then show how agents learning on the bottom-up
utility leads to intriguing behavior, where agents that adopt the bottom-up
utility result in better global behavior as measured by the top-down utility
than agents learning on the actual top-down utility. We show an “ideal” situ-
ation where cooperative agents agree to follow a new personal utility. Finally,
we then show several experiments where we either scale the number of agents,
or scale the percentage of agents using difference utilities (instead of local
utilities).

We follow the single-peak experiments with those for the multi-peak con-
gestion domain. After discussing the implementation, we show results demon-
strating the effectiveness of the top-down and bottom-up learning approaches.

6.1 Summary of Agent Utility Functions and Experiments

In all the results reported in the following sections, regardless of what utilities
the agents aimed to maximize, the global system performance is measured by
the appropriate system utility (system centric or social welfare function, based
on how the problem was defined as described in Figure 1), and normalized to
the optimal performance. Below, we summarize the terminology of the different
utility functions discussed in preceding sections:

– GSC : Global utility for system centric formulation measuring full system
performance.

– LSC : Local agent utility derived from GSC , which can be viewed as a
simple decomposition of GSC .

– DSC : Difference utility derived from GSC .
– GAC : Social welfare function based on LAC .
– LAC : Agent centric or intrinsic utilities of each agent.
– DAC : Difference utility derived from GAC , which itself is based on LAC .

Thus, DAC is an indirect shaping of LAC .

In the rest of the section, we perform the following experiments:

1. Single peak congestion domain
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(a) Bottom up results to show the performance of different agent utilities
including agent action profiles and scaling results

(b) Top down results to show agent performance and scaling properties.
(c) Results measuring the impact of using bottom up derived utilities for

system centric utility.
(d) Results measuring the impact of defectors (agents that use their intrin-

sic utilities).
2. Multi peak congestion domain

(a) Bottom up results to show the performance of different agent utilities.
(b) Top down results to show agent performance.
(c) Results measuring the impact of using bottom up derived utilities for

system centric utility.

6.2 Single-Peak Congestion Domain Implementation

The single-peak congestion domain contains nine possible actions correspond-
ing to time slots 0-8. For our experiments, each of the agents received higher
rewards for being assigned to the center time slot (ai = 4). However, a capac-
ity of 250 agents/slot prevents all agents from successfully taking this action.
Most experiments used 1000 agents, however we also experimented with scal-
ing the number of agents between 400 and 1400. This domain corresponds to
some real-world domains in which a single time or location is desired by all
the agents in a system. For example, a rush-hour traffic domain in which all
agents desire to arrive home immediately after leaving work at 5pm could be
abstractly modeled as a single-peak congestion domain.

Our experiments ran for 400 episodes, or time steps as each episode only
lasts for one action. We averaged our results over 30 runs. We further divided
each run into 20 segments of 20 episodes each, averaging over the data points
in each segment in order to plot a progression over time. In addition to plot-
ting the mean for each run, we graphed the differences in each mean as error
bars using the standard deviation of the mean/

√
n, where n is the number

of runs. We used values of α = .5, ε = .05, and b = 1.0 (see Equation (9))
for our experiments. In all experiments in this paper, agent value functions
were optimistically initialized. As our experiments compare results between
many different measures of utility, we could not directly compare average util-
ity values. Instead, we compared averages of the utility as a percentage of
a near-optimal value of the global utility. This value was found by creating
hand-coded spreads of assignments of agents to time slots. For example, a
near-optimal assignment of 1000 agents to 9 time slots would be:

[0 0 125 250 250 250 125 0 0]T . (19)

This spread was created by maximizing the capacity of the slot for the
most desirable slots, and dividing the remaining agents between the remaining
most desirable slots, preserving symmetry. Such a spread can only be “near-
optimal” because the various utilities used optimize different things, and could
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allow other spreads to have slightly better utility. For all utilities used in this
paper, this spread (or a similar one, for our experiments scaling the number
of agents) allows a fair comparison.

6.2.1 Results of Bottom-Up Approach

Let us first focus on the bottom up perspective of having the desirability
of time slots be directly derived from the intrinsic utilities of the agents. In
these experiments we explore the performance of agents greedily pursuing their
utilities (LAC) with agents pursuing a modified version of their utilities (DAC),
and investigating the impact of the agents’ choices in both cases on the slot
capacities and consequently on their own utilities.
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Fig. 2: Performance on agent-centric social welfare function. Agents using their
intrinsic preferences perform very poorly (.25), but agents using difference
utilities achieve excellent performance (0.9). Performance was measured as a
percentage of the optimum found by a hand-coded solution.

Figure 2 shows the performance of the local agent-centric, social welfare,
and difference utilities in this model. All performance is measured by the social
welfare function. Agents using the social welfare function directly were able
to improve their performance only slightly. This is because the social welfare
function has low signal-to-noise with respect to the agents’ actions (an agent’s
action is masked by the “noise” of the other agents’ actions). Even if an agent
were to take a system wide coordinated action, it is likely that some of the 999
other agents would take uncoordinated actions at the same time, lowering the
value of the global utility. An agent using the system utility typically does not
get proper credit assignment for its actions, since the utility is dominated by
other agents. The local agents performed very poorly in their overall utility,
while agents using the difference utility reach near-optimal performance.
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(a) Action histogram for LAC
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(b) Slot occupancy for LAC
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(c) Action histogram for DAC
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(d) Slot occupancy for DAC

Fig. 3: Action histograms and slot occupancy counts over time for LAC (top)
and DAC (bottom). Agents using difference utility (based on social welfare
function) form a distribution that is close to optimal. Agents using local util-
ities attempt to account for congestion by taking an earlier time slot, but fail
to coordinate with other similarly-minded agents.

In part, the results of Figure 2 can be explained by examining the Nash
equilibria various utilities are attempting to converge to. DAC and GAC are
attempting to converge on a different equilibrium that LAC ; this explains the
poor performance of LAC . GAC is unfortunately a very noisy signal and thus
does not converge in the available time. One of the benefits that DAC provides
an equilibrium that is globally desirable, as shown in [3,53]. See Section 7 for
further discussion.

The counterintuitive result is that average agent utility improves when
agents do not follow their local agent-centric utilities. Because of the non-
linear interactions between slot congestion and arrival rates, agents that self-
ishly pursue their own utility cause congestion while those agents that consider
their impact on others leave the system closer to the desired time slot more
frequently. Figure 3 shows the attendance of agents in each slot when using
either agent-centric local or difference utilities. Agents using the agent-centric
difference utility manage to keep the critical slots remarkably free of conges-
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Fig. 4: Performance of various utility functions and numbers of agents mea-
sured at the end of learning against agent-centric utilities. Local utilities scale
poorly, while difference utilities handle various numbers of agents successfully.

tion, excepting noise from ongoing ε-greedy selection. Agents using local utility
greedily attempt to select earlier and earlier slots in order to leave the system
in the desired slot, which only causes increased congestion.

Figure 4 graphs the results of experiments with the three utility functions
so far discussed, two random policies, and different numbers of agents. As the
number of agents are increased, the capacity of slots remains at 250/slot, so
as may be seen here, local utilities perform well at first when sharing slots is
easy. However as congestion increases, performance of the agents using local
utility drops off sharply. Agents using difference utility continue to perform
well as the number of agents increase, though this utility does suffer somewhat
due to the approximate nature of the calculation.

As may be expected, the performance of agents using the social welfare
utility calculation improves as potential congestion increases. This is because
agents using these utilities are spread somewhat randomly over the available
slots. While congestion is low, this is a poor policy, however as congestion
increases to the point where most slots will need to be full, a wide distribution
of agents to slots is desirable.

In Figure 4 we also included the performance of two hand-tuned policies.
The “unweighted random” policy selects slots for agents with equal probability
for each time slot. As may be expected, the results for this policy scale similarly
to that of agents using social welfare utility. We also included results for a
“weighted random” policy, where the probability of each agent selecting a
slot was weighted according to the weight vector w (Equation (20)) which
determines system-centric utility. As might be expected, performance using
this policy improved as the number of agents increased, but dropped off as
soon as congestion increased and the distribution of the weight vector no longer
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Fig. 5: Performance of various utility functions and numbers of agents mea-
sured at the end of learning against agent-centric utilities. Capacity is scaled
with the number of agents. The weighted random using the centralized knowl-
edge about the weight vector policy performs nearly as well as using the dif-
ference utility.

closely matched the optimal spread of agents. Note though, that this algorithm
has access to centralized information (the weight vector) that individual agents
do not.

In Figure 5, we conducted similar experiments where we also scaled the
capacity of the slots in proportion to the number of agents using them. For ex-
ample, 400 agents would have to share slots with a capacity of 100 agents/slot.
These results show that performance is similar across all numbers of agents,
demonstrating that the utilities used scale almost equally well in this situa-
tion. Social welfare utility scales slightly worse than other utilities due to the
decreased ability of agents to learn from the reward signal. For this particu-
lar 4:1 ratio of agents to capacity of slots, the performance of the weighted
random policy performs nearly as well as the difference utility, however this
would decrease a great deal as the ratio changes.

6.2.2 Results of Top-Down Approach

In this set of experiments we used various system-centric (“top down”) utilities
to learn a policy for the agents. As seen in Section 4, we require a weight vector
to be defined that shapes the congestion to a particular configuration. The
weighting vector we used for our experiments was shaped so its peak value
was placed in the most desirable (center) time slot:

w = [0 5 10 15 20 15 10 5 0]T . (20)
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Fig. 6: Performance on system-centric utility. Agents using different utilities
outperform those using either local or social welfare utility functions.

The desirability of a time slot decreases linearly for earlier and later times.
This experiment investigates the critical case where a congestion clears slowly,
with agents exceeding capacity causing exponential harm to the system. Co-
ordination becomes more critical in this case as even a small congestion can
cascade into causing significant delays, a pattern that closely matches real-life
congestion patterns.
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Fig. 7: Performance of various utility functions and numbers of agents mea-
sured at the end of learning against system-centric utility. Local utilities scale
poorly, while difference utilities handle various numbers of agents successfully.
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This results shows that agents using the difference utility are able to quickly
improve system performance (see Figure 6), though the performance still does
not approach that of bottom-up utilities. In contrast, agents that try to directly
maximize the system utility learn slowly and never achieve good performance
during the time-frame of the experiment for the reasons discussed in Section 5.

Figure 7 shows the impact of scaling the number of agents using local,
difference, and social welfare system-centric utilities. These results are similar
to those found using bottom-up utility, however there are some important
differences. Difference utilities do not perform as well here, likely due to the
approximation used. Calculations using local utility actually start out better
than difference utilities, but again rapidly decrease for the same reasons as
in the bottom-up utility. Surprisingly, for 1000 and 1200 agents, the weighted
random policy actually outperforms any other, but again, it is important to
note that this policy has access to information not available to the learning
approaches.

6.2.3 Agent/System Utility Mismatch

We now investigate the performance of agents using the utilities reported in
Section 5 but measuring the system performance in terms of the top down
utility. This situation is akin to agents using their own criteria for actions,
but having a city manager measure system performance based on an overall
congestion criteria. It is crucial to emphasize that none of the three utilities
used by the agents during training aimed to directly maximize the utility by
which we measure the system performance (system-centric utility). We are
investigating this utility mismatch as it is critically relevant to many applica-
tions where - though there may be a system-wide metric (e.g., system-centric
utility) - the individuals in the system use different criteria to choose their
actions (e.g., the time slot in which they leave the system).

Figure 8 shows the performance of the agent-centric utilities, social wel-
fare functions and difference utilities based on the social welfare function on
the system-centric utility. Agents using the social welfare function directly are
again unable to improve their performance very much, and agents using the
their own intrinsic utilities harm the system-centric utility. Their performance
can be explained by revisiting the arrival profile for the local agent-centric
utility in Figure 3; most agents attempt to simultaneously account for con-
gestion and select a slot close to their target. However, local utilities provide
insufficient coordination and so heavy congestion is created in certain slots.

Agents using the difference utility learn to perform well from the system-
centric perspective, and the agent arrival profile in Figure 3 demonstrates how
this performance is achieved. The agents are able to learn a better estimate of
how their actions impact the system, resulting in less congestion and overall
better system-centric performance.

Figure 9 shows how the performance of the various bottom-up utilities
scales as the number of agents increase, as measured against system-centric
utility. Results are similar to that of Figure 4, however the two random polices



22 Kagan Tumer, Scott Proper

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  50  100  150  200  250  300  350  400

S
C

 P
e

rf
o

rm
a

n
c
e

 (
G

(t
))

Time steps (t)

L(AC)
D(AC)
G(AC)

Fig. 8: Performance with respect to system-centric utility of agents trained
using agent-centric (local, difference and social welfare) utilities. Though none
of the agents were aiming to maximize the system-centric utility (directly or
indirectly), the system behavior promoted by the difference utility provided
high values of the system-centric utility. Agents pursuing their own preferences
lead the system to perform worse than random, as agents all attempting to
leave the system at the same time slot frustrate each other and cause disastrous
congestion.

perform even better when measured against system-centric utilities. Again,
though, difference utilities scale far better than social welfare or local utilities.

6.2.4 Changing Participation in Use of Difference Utility

In this section, we investigate the critical question of how many agents are re-
quired to adopt the difference utility in order for the effect to be felt by all. In
other words, what if some agents “defect” and use their own intrinsic utilities.
Will that cause the system performance to crash, or is system behavior robust
to this type of behavior? Figure 10 shows the results for this experiment. This
figure shows results for 1000 agents, some of which are using local utilities and
some are using difference utilities. The percentage of agents using difference
utilities was increased from left to right, with correspondingly increasing per-
formance. As may be seen in this graph, significant improvements in social
welfare utility were seen by the time 25% of the agents were using difference
utilities. Results were measured against both forms of global utilities. Perfor-
mance continues to improve as more and more agents use difference utilities,
until about the 80% mark, where improvements in performance start to flatten
out.

This result has two positive points: First, improvements start almost im-
mediately with agents adopting the difference utility. Second, if we start with
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Fig. 9: Performance of various bottom-up utility functions and numbers of
agents measured at the end of learning against system-centric utility.
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Fig. 10: Changing performance of experiments with various percentages of
agents using difference utilities over local utilities, as measured against both
system-centric and agent-centric social welfare utility. The labels G(SC) and
G(AC) indicate the utility that learning was measured against, not the utilities
used to learn.

all agents using the difference utility, having a few agents defect will not dra-
matically impact system performance, preventing a mass-defection.
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6.3 Multi-Peak Congestion

The multi-peak congestion domain has many more actions: a total of 89, cor-
responding to 89 time slots 0...88. Instead of a single time slot desired by all
the agents, each agent is randomly assigned one of 11 time slots evenly spread
through the action space at times 4, 12, 20, 28, 36, 44, 52, 60, 68, 76, and 84.
Each agent receives higher reward for being assigned to its desired slot. Our
experiments all involve 1000 agents. We reduce the capacity of each slot to 25
in order to maintain a similar level of congestion to our single-peak domain
experiments. This domain corresponds to some real-world domains in which
multiple times or locations are desired by particular subsets of the agents in
a system. For example, certain departure times at an airport might be more
desired than others by the commercial airline industry. This kind of real-world
problem could be abstractly modeled as a kind of multi-peak congestion do-
main.

Unless otherwise noted, experiments in the multi-peak domain used similar
parameters as the single-peak domain. Due to the larger number of actions,
we run our experiments for 1000 episodes. As with the single-peak domain
experiments, we created a hand-coded spread of assignments of agents to time
slots in order to measure the results against a near-optimal baseline. The
spread was created by repeating the following pattern 11 times:

[0 0 8 25 25 25 8 0] . (21)

Where the center “25” value corresponds to one of the peaks given above.
Agents placed in this spread are assumed to prefer the closest peak time.
This spread maximizes the capacity of the most desirable slots, and divides
the remaining agents between the remaining most desirable slots, preserving
symmetry. This spread can only be “near-optimal” because the various utilities
used optimize different things, and thus other spreads might have slightly
better utility.

Figure 11 shows the performance of the local agent-centric, social welfare,
and difference utilities in this model. All performance is measured by the social
welfare function. Agents using the social welfare function directly performed
very poorly. Due to the large number of actions, the low signal-to-noise ratio
of the reward signal here makes learning a good action extremely difficult. The
local agents initially did well by finding their desired slots, but then perfor-
mance dropped as those slots became more and more congested. Agents using
the difference utility do comparatively very well, though the larger number of
actions in this problem do not permit a solution as optimal as that found by
similar results for the single-peak domain.

For the experiments shown in Figure 12, we used various system-centric
(“top down”) utilities to learn a policy for the agents. As seen in Section 4, we
require a weight vector to be defined that describes the desired distribution of
agents. The weighting vector we used for our experiments was generated using
a pattern, which we repeat 11 times:

[0 5 10 15 20 15 10 5] . (22)
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Fig. 11: Performance on agent-centric social welfare function. Agents using
their intrinsic preferences perform very poorly (.15), but agents using difference
utilities achieve good performance (0.75). Performance was measured as a
percentage of the optimum found by a hand-coded solution.
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Fig. 12: Performance on system-centric utility. Agents using different utilities
outperform those using either local or social welfare utility functions.

A trailing “0” completes the weight vector. This pattern places a “20” weight
at each desired slot, with decreasing weight given to surrounding slots.

Because individual agents are no longer attached to particular desired slots,
exploration is easier and thus the social welfare utility performs better than us-
ing the bottom-up reward. Using local utilities still performs poorly, as agents
must keep trying different strategies as they greedily attempt to get the great-
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est local reward. Difference utilities outperform both these strategies, however,
as they avoid the selfish exploration of local utilities while having a better
signal-to-noise ratio than the social welfare function.
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Fig. 13: Performance with respect to system-centric utility of agents trained
using agent-centric (local, difference and social welfare) utilities. Though none
of the agents were aiming to maximize the system-centric utility (directly or
indirectly), the system behavior promoted by the difference utility provided
high values of the system-centric utility. Agents pursuing their own preferences
lead the system to perform worse than random, as agents aiming to arrive one
time frustrate each other and cause disastrous congestion.

In the experiment shown in Figure 13, we measure the performance of the
utilities reported in Section 5 against the system-centric utility. This exper-
iment is similar to those performed in Section 6.2.3. The result shows the
performance of the agent-centric utilities, social welfare functions and differ-
ence utilities based on the social welfare function on the system-centric utility.
As with the experiments on the single-peak domain, agents using the social
welfare function directly do not improve performance very much, and agents
using the their own intrinsic utilities actually harm the system-centric utility.

Agents using the difference utility learn to perform well from the system-
centric perspective, and even outperform agents that actually learn using the
system-centric reward (Figure 12)! The agents are able to learn a better esti-
mate of how their actions impact the system, resulting in less congestion and
overall better performance from the system-centric perspective.
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7 Discussion

This paper presented an agent coordination approach in two different types
of congestion games. For each problem, we presented a top-down method by
which agents can coordinate actions in order to alleviate spiking at peak con-
gestion times. Then we presented a bottom-up method for improving social
welfare when agents use an estimated difference utility instead of their own
local agent-centric utility. This is an interesting result that states that agents
on average reach higher values of their own intrinsic utilities if they do not
aim to maximize it directly, but rather aim to maximize a modified version of
that utility.

These results are based on agents receiving utilities that are both aligned
with the system utility and are as sensitive as possible to changes in the util-
ity of each agent. In these experiments, agents using difference utilities pro-
duced near optimal performance (about 97% of optimal). Agents using system
utilities (55-60%) performed somewhat better than random action selection
(45%), and agents using local utilities (25%) provided performance ranging
from mediocre to much worse than random in some instances, when their own
interests did not align with the social welfare function. The speed of conver-
gence provided by the difference utilities (Figures 2, 6, and 8) is critical to
these results as each agent that converges to a policy reduces the uncertainty
present in other agents’ learning. As more agents converge, all agents have a
less “noisy” environment in which to learn which allows the agents to select
good policies. These results extend earlier results showing the benefits of dif-
ference utilities to domains defined by intrinsic agent utilities rather than a
system centric global utility as was used in previous work [1,3,47,50].

In part, the excellent performance of difference rewards – and the success of
the assumptions made in deriving them – can be explained by examining the
“factoredness” of the various reward functions used. Factoredness [2] measures
how much the shaped utility is aligned with the system utility. Formally it is
defined as:

Fgi =

∑
a

∑
a′

u [(gi(a)− gi(a′))(G(a)−G(a′))]∑
a

∑
a′

1
(23)

where the joint actions a and a′ only differ in the action of agent i, and u[x]
is the unit step function, equal to 1 if x > 0. This definition keeps track of the
cases where the change in the individual utility gi(a)− gi(a′) and the system
utility G(a)−G(a′) have the same sign.

We use Equation 23 to estimate how factored various agent utility func-
tions are compared to the top-down and bottom-up system utilities. As it is
not possible to examine each of the huge number of possible combinations
of actions of the agents using this equation, this forces us to use sampling
techniques and generalize from them. We cannot pick samples from a uni-
formly random distribution of agent actions, because this would heavily bias
the samples towards “flat” action histograms. To overcome this problem, we
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approximate the factoredness of a utility by collecting samples using the pol-
icy which we are calculating factoredness for. For each of the 400 episodes of
a run, the rewards received by an agent in each slot was tested against the
rewards it would have received for choosing any other slot. As we had 9 slots,
we thus collected 9× (9− 1)× 400 = 28, 800 samples.

Table 1a shows that difference utilities are much more factored with the
global utilities than local agent utilities. this is particularly striking for the
bottom up case where the system utility is a straight sum of the agents’ local
utilities. But this result shows that agents that aim to maximize their own
utilities harm the system performance. This is akin to the tragedy of the
commons and has been observed in many problems of this type [21]. The
difference utility does not suffer from this problem and this is one of the main
reasons behind the performance of the difference utility in this domain. We can
also now empirically justify the assumptions made in deriving each difference
utility. If the assumptions did not hold, the difference utility would not be
factored with the global utility, and performance would decline.

Table 1b also partially explains the very good performance found when
training on agent-centric utilities, but measuring against system-centric utility.
Note that the factoredness of DAC on GSC is very high (.91) – though not
higher than DSC on GSC (.98). This high factoredness explains why DAC is
suitable for learning when measured againstGSC , but becauseDAC is not more
factored than DSC for this measurement, also shows that there is something
else contributing to its good performance. In this case, DAC is more sensitive
to the actions of an agent, i.e. the utility signal is less noisy.

In addition to their good performance, difference utilities also provided
consistency and stability to the system. Regardless of the system utility on
which it is based, the difference utility aims to remain aligned with that utility,
and promotes beneficial system-wide behavior in general. In the congestion
domain, the system-centric utility and the social welfare function based on the
agent-centric utility were aiming to promote the concept of a “good congestion
pattern”. It is therefore not totally surprising that maximizing one utility
allows the agents to perform well on the other. However, it is worth nothing

Table 1: Comparative factoredness of difference and local utilities as measured
against corresponding global utilities. Factoredness is measured as a percent-
age, so 1.0 is perfectly factored. Difference utilities are much mored factored
than local utilities, leading to much better learning performance.

(a)

GAC

DAC 0.88
LAC 0.14

(b)

GSC

DSC 0.98
LSC 0.48
DAC 0.91
LAC 0.15
GAC 1.00
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that neither the agents directly aiming to maximize the social welfare function,
nor the agents aiming to maximize their own preferences achieved this result.
An interesting note here is that the system-centric utility is more concerned
with congestion, whereas the agents are more concerned with delays (leaving
the system at the target time slot).

One issue that arises in some congestion games that does not arise in many
other domains (e.g., rover coordination) is in ensuring that agents comply with
the utility function they are given. In this work, we did not address this issue, as
our purpose was to show that solutions to the difficult congestion game can be
addressed in a distributed adaptive manner using intelligent agents (However,
in Section 6.2.4 we provided brief results on the impact of agents defecting.
) Ensuring that agents follow their given utility is a fundamentally different
problem. On one hand, agents will notice that maximizing the difference utility
does lead to better values of their own intrinsic utilities. On the other hand,
there is no mechanism to ensure that they do so. Indeed, this is an area where
the proposed method and mechanism design are complementary, in that from
a computational perspective, it might be more fruitful to provide incentives
for agents to follow their difference utilities than to provide incentives on their
intrinsic utilities that lead to globally desirable equilibria.
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