














K-means Converges

« To see this, let’s look at the objective function

« Each iteration, we always improve this objective function
— During reassignment, J is reduced, why?
— During centroid updating, J is also reduced
— To see this, take partial derivative of J wrt y;
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« The objective ftn is bounded, thus kmeans must stop



K-Means Complexity
Assume computing distance between two instances
is O(d) where d is the dimensionality of the vectors.

Reassigning clusters: O(kn) distance computations,
or O(knd).

Computing centroids: Each instance vector gets
added once to some centroid: O(nd).

Assume these two steps are each done once for /
iterations: O(/knd).

Linear in all relevant factors, assuming a fixed
number of iterations, more efficient than O(n?) HAC.



K-means Comments

* Highly sensitive to the initial seeds
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« Solutions:

— Multiple trials, pick the output with the best objective ftn

— Select good initial seeds:

» Heuristics: try to choose initial centers to be far apart, use furthest point
traversal

* Initialize with results of other clustering method (e.g., HAC)



More comments

« K-Means is exhaustive:
— Cluster every data point, no notion of outlier

— Qutliers may strongly impact the centers,
causing problems
« K-medoids methods is more robust to outliers

* Medoids is defined as the point that has minimum
sum distance to all data points in the clusters

* More expensive to compute

* Need to specify k: difficult in practice
— Automatically deciding k?



Deciding k

Compute the objective function J for k=1,2,3,..., K
In general we expect J, >J, >...> Jyox

Let K* be the real number of clusters in the data
When k< K*, we can expect J, >>J,.

When k> K*, further split should not provide as much
benefit to J

Selecting k by identifying an elbow shape in the plot of J,
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Gap Statistics (tibshirani et al. 2001)
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Apply clustering with k=1,2,... k..,
Compute W, W, ...W, .., and plot logW,

Generate a reference data that is random (e.g., uniform)
Apply clustering to reference data with k=1,2,... k.,
Compute W', W', ..W’

plot logW',

kmax

Estimate K to be the point where the gap between two
plots is the greatest

Note that 3, 4, 5 are often repeated many times



Soft Clustering

So far we have assumed hard clustering:

— Data point is deterministically assigned to one and
only one cluster

In reality clusters may overlap

Soft-clustering:
— Data points are assigned to clusters with probabilities

To obtain probabilities, we must have some
probabilistic models

— Sometimes referred to as model-based clustering

— One of the most commonly used model is Gaussian



Side track: Gaussian Bayes Classifier

* \We have k classes Iin our data

« Each class contains data generated from a
particular Gaussian distribution
« Data is generated by

— first randomly select one of the classes according to
class prior

— draw random samples from the Gaussian distribution
of that particular class

P(x,y)=P(x|y)P(y)
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Supervised vs Unsupervised
Learning
Now assume we know our data is

generated in this way

And we know the labels (y's), we can
estimate the mean and covariance matrix
of each class using MLE

What if the labels are hidden?

How can we learn the correct model from
the incomplete data”



Gaussian Mixture Model (GMM)
P9 =2 Plxy=i)

=;P(X| y=1)P(y=1)
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a; = P(y=i): the class prior
Called the mixing parameter

0= {wi, 2}

Goal of unsupervised learning:
» Given a set of x’s, estimate {o, -, o, 64, -+, 0,}

* Once the model is identified, we can compute p(y=i|x) for i=1, ---, kK,
which gives the soft-clustering we want



Maximum Marginal Likelihood

k
arg mgle P(x1) =arg mgxxHle P(xi,yl =i)
j j =

n K
= arg mgleIogz P(xi,yl =i)
=1 =1
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log sum is nasty to optimize !




Expectation Maximization (EM)

« A highly used approach for dealing with in-complete data

* ltis an iterative algorithm that starts with some initial
guesses of the model parameters

* lteratively performs two main steps:

— Expectation (E-step): given current model parameters, compute
the expectation for the hidden (missing) data

— Maximization (M-step): re-estimate the parameters assuming
that the expected values computed in the E-step are the true
values





