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Abstract

Previous findings have revealed the ability of in-
formation foraging to model or predict where develop-
ers will navigate within source code. However, the
previous investigation did not consider whether the
places developers went were the right places to go. In
this paper, we present a field study in which we inves-
tigated over 200 open source bug reports and feature
requests. We analyzed the textual similarity of these
issues in relation to the source code, and determined
what files developers had changed to fix these issues.
Our results demonstrate that information scent can
narrow down quite well where developers should make
fixes, implying that future software navigation tools
can predict the appropriate places to make fixes based
solely on the contents of the issue and the source code.

1. Introduction

Is software maintenance largely a foraging task, in
which programmers follow scent to navigate among
patches of code?

Navigation activity during maintenance is an impor-
tant question. Recent research has shown that pro-
grammers spend up to 35% of their time navigating
source code [7, 12]. Most code navigation occurs when
programmers are scanning source code, trying to find
the pieces that are important for their current task [7].

We have been investigating whether information
foraging theory can be used to model programmer
navigation behavior. Information foraging theory was
pioneered by Pirolli and Card [18, 20] as a founda-
tional theory for supporting web navigation. It is based
on optimal foraging theory [16], a theory of how preda-
tors and prey behave in the wild.

To apply information foraging theory to the domain
of information technology, the predator is the person in
need of information and the prey is the information
itself. The predator sniffs out the prey through use of
“scent”, which for web navigation translates to linguis-
tic relationships between words expressing an informa-
tion need and words contained in links to web pages.
The information foraging model has been shown to
mathematically model which web pages human infor-
mation foragers select on the web [19], and the theory
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has therefore become extremely useful to practically
inform web site design and evaluation [5, 17, 21].

Can we provide the same theoretical underpinnings
for program navigation? If so, information foraging
theory could explain the cognitive process of code
navigation during maintenance, and thereby take much
of the guesswork out of navigation tool building. The
long-term contribution of our work then is to empiri-
cally determine the applicability of this theoretical ex-
planation to observed program navigation behavior.
From this, it may be possible to determine why good
navigation tools work and what principles new naviga-
tion tools need to consider in order to be useful.

Toward this end, in previous work, we conducted a
controlled study of 12 professional programmers at
IBM [14, 15]. The results showed that these program-
mers’ navigation behavior could be predicted reasona-
bly well with information scent, i.e., word similarity
between the bug report or feature request (two kinds of
“issues”) and the source code.

In essence, our previous work focused on this ques-
tion: “Can we use information foraging theory to model
where programmers go?” In this paper, we tackle an
even harder question: “Can we use information forag-
ing theory to predict where programmers should go?”

One reason the answer could be “no” is that the the-
ory might fail to take into account differences in the
ways programmers write bug reports versus feature
requests. In our previous study, we observed differ-
ences in the way bug reports and feature requests were
worded [15]. That study included only one bug report
and one feature request, but our observations led us to
propose that such differences might generalize to bug
reports and feature requests, and further that these dif-
ferences might lead to variations in the way program-
mers form hypotheses and then follow up on them
while navigating the source code. In the previous
study, hypotheses formed from the feature request were
observed to be more open-ended, whereas when work-
ing on the bug report, programmers were able to read-
ily formulate a more specific and concrete hypothesis
about exactly what source code files needed to change.

In this paper, we present a new, completely uncon-
trolled, field study. We pulled bug reports and feature
requests from SourceForge, a large open source reposi-
tory. We looked at what files programmers actually
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changed in working on the projects we sampled in re-
solving over 200 of these solved issues. These files
were, by definition, the “right” files to change, because
the changes ultimately closed the issues. In essence,
our goal was to determine whether the files with high
information scent were the right files to change.

Therefore, our first three research questions were:

RQI: Is there a fundamental difference between the
wording of bug reports versus feature requests?

RQ?2: For bugs, is it possible to pick the files to
change solely by information scent?

RQ3: For feature requests, is it possible to pick the
files to change solely by information scent?

Finally, how much of the issue do we need in such
analyses? Our previous work was based on the entire
content of the issue, but Ko et al.’s linguistic analysis
of bug titles only [11] revealed useful information in
just that small number of words. This leads to our
fourth research question:

RQ4: Will the issue titles alone be better or worse
predictors than the entire content of the issue?

2. Background and Related Work

2.1 Information Foraging for Web Browsing
and for Programmer Navigation

Information foraging theory was originally inspired
by appeals in the psychological literature for ecological
accounts of contextually dependent human behaviors;
the theory offered a new perspective for those attempt-
ing to develop theoretical accounts of HCI that could
be applied to tool design. Ecological theories contrast
with information processing theories such as GOMS,
which at the time did not account for effects of context.

In our work, scent is based on textual analysis of
bug reports and feature requests. Ko et al.’s analysis of
200,000+ open source bug report titles [11] revealed
patterns in the structure of titles alone, with implica-
tions for how to automatically tell different kinds of
bugs apart. Their findings most relevant to our work
included the fact that 54% of nouns were proper nouns
referring to code, project, or file entities. Nine common
verbs played a grammatical mood role, but other verbs
often had an identification role, such as identifying
computational operations (e.g., “open”). Adverbs, ad-
jectives, and prepositions did not directly identify enti-
ties. This analysis only looked at titles, and they did not
analyze the text content with respect to hypotheses,
symptoms, and specifications as we do in this paper.

We have emphasized the use of scent, but informa-
tion foraging theory includes more than just the con-
cept of scent: it also includes the concepts of “patch”
and “diet”. In essence, information foraging theory
describes the most likely pages (patches) a web-site
user will visit in pursuit of their information need
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(prey), by clicking links containing words that are a
close match to (smell like) their information need.

Until recently, information foraging theory has been
applied only to web navigation and usability. Then last
year, we conducted the study briefly described in the
introduction to investigate scent, patches, and diet [14]
as possible predictors of programmer navigation. The
results showed significant relationships between these
concepts and programmers’ navigation behavior, so we
followed up by building a predictive model named
PFIS (Programmer Flow by Information Scent) [15].
PFIS models programmer behavior using these con-
cepts, plus the concept of “topology”, which includes
the connections between patches. PFIS adapts the
WUFIS (Web User Flow by Information Scent) algo-
rithm for predicting web browsing [4] to the domain of
programmer navigation. From the bug report or feature
request, PFIS’ ability to predict where programmers
would go was about the same as the consensus of the
navigation of 12 programmers, and was significantly
better than any one programmer’s navigation decisions.

These results raise many new questions, such as
whether there are differences in information foraging’s
effectiveness for bug fixing versus adding new features;
how extensive the wording of an issue must be in order
to provide a useful starting point for scent; how hy-
pothesis formation, an important aspect of debugging
[2, 12, 22], fits into information foraging; and whether
it is possible to use scent to predict where programmers
should go, not just where they went. Shedding light on
these questions is the aim of this paper. Because to-
pology is irrelevant to where programmers should go,
our investigation will use scent alone, not the full PFIS
model.

2.2 Program Navigation and Maintenance

One tool typically provided to help programmers
navigate is a source code search facility. Much work
has gone into improvements in search algorithms [8],
and when integrated into source code, search tools such
as openGrok [3] have met with broad acclaim. The
effectiveness of a programmer’s use of search tools is
affected not only by the search algorithm: the choice of
query also affects the utility of the results returned by
the search. For example, [10] reported that, despite the
frequent use of search as the initial approach to a de-
bugging task, only 50% of the searches returned task-
relevant code. This lack of success was due to the
search terms chosen by the programmers, which typi-
cally were the task-relevant name of a program element
derived from observation of surface features of the
program’s output. Thus, despite their prevalence, tools
that search solely from programmers’ queries have not
shown high success rates in finding relevant code.

DeLine et al. [7] conducted empirical work into
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problems arising in professional developers’ naviga-
tions through unfamiliar code. Their work turned up
two major problems: developers needed to scan a lot of
the source code to find the important pieces (echoing
the finding of [12]), and they tended to get lost while
exploring. These results inspired the idea to combine
collaborative filtering and computational “wear” from
users’ interaction histories into a concept called “wear-
based filtering.” They developed this idea in their
Team Tracks system [7] with the goal of easing pro-
gram comprehension and reducing the cost of naviga-
tion by showing the source code navigations of fellow
development team members. Team Tracks shows items
related to the selected one (most frequently visited be-
fore/after), and favorite files (collectively navigated to
most often). Results from both a laboratory and a field
study showed that sharing navigation data helped ease
program comprehension and navigation.

The Hipikat system [6] also provides search for
code-related artifacts. It is based on the notion of rela-
tionships among artifacts, which are derived through
“project memory,” which remembers paths traversed
by earlier members of a team, and textual similarity.
The textual similarity part is a hand-crafted textual
similarity matcher that assigns weights to words based
on global prevalence of the word in the repository and
local prevalence of the word to the document. Evalua-
tions showed that Hipikat was able to provide a useful
pointer to relevant files, and further that newcomers
can use the information presented by Hipikat to achieve
results comparable in quality and correctness to those
of more experienced members of the team.

Ko developed the WhyLine [13] to allow program-
mers to map questions about a program’s output to
runtime aspects, thus negating the need for program-
mers to form hypotheses. The WhyLine has been
shown to reduce debugging time, but there are types of
bugs and types of software for which it is not suitable.

Applying information foraging theory to these tools
offer examples of the potential of a foundational theory
for navigation tools. The information foraging concept
of “patches” could explain why programmers collec-
tively tend to visit files in clusters, a fact that Team
Tracks relies upon to recommend source code. Infor-
mation foraging further suggests that modeling scent,
as per Hipikat’s textual similarity, could improve the
tool further. Indeed, our PFIS information foraging
model predicted results highly consistent with Hipikat’s
[15]. An information foraging theoretic explanation of
the WhyLine’s success is that the program dependency-
based tie from effect to root cause is a way of comput-
ing a form of scent accompanied by a topology opti-
mized to that scent. It follows that alternative computa-
tions of scent could potentially help with other types of
bugs (such as omitted code) and software (such as real-
time software) not currently handled by the WhyLine.

59

3. Experiment and Methodology

To pursue our investigation into whether informa-
tion foraging theory can predict where to go to fix a
bug or add a new feature, we gathered data from a few
projects hosted at SourceForge, the well-known open
source repository. The open source projects we chose
were jEdit, FreeMind, and GanttProject. We chose
these three projects because they are popular, actively-
developed open source applications written in Java,
and because these projects distinguish between bug
reports and feature requests, which was essential to our
analysis.

To be able to see if information scent could predict
which files programmers should fix, we needed to find
those files programmers /ad fixed. To do this we se-
lected issues (bugs and features) from the project that
had been resolved. Looking at the files that had been
changed to move these issues from open to closed
status was our way of determining which files were the
“right” files to change, as it was those changes that had
resulted in the issues being marked closed.

To answer our first research question, whether there
is a fundamental difference between the wording of bug
reports versus feature requests, we needed to hand-
code the wording. For this purpose, we included all
issue reports except for open, duplicate or unfixed is-
sues, resulting in 81 closed and fixed bugs and feature
requests in total. There were a total of 49 bug reports
(e.g., Figure 1) and 32 feature requests (e.g., Figure 2)
that satisfied these criteria.

We then hand-coded these issues based on our pre-
vious conjecture [15] that bug reports would be more
about symptoms, feature requests would be more about
specifications, and that there would be differences in
the kinds of hypotheses made explicit in these issues.

[ 1689403 ] Export to Openoffice fails

You may monitor this Tracker item after you login (register an account, if you do not alrea
Submitted By: Date Submitted:

Bj?m TOre Hoem - bthoem 2007-03-27 12:00
Changed to Closed status by: Closed as of:
christianfoltin .~ 2007-03-27 14:06

Last Updated By: Date Last Updated:
christianfoltin - Comment added 2007-03-27 14:06

Number of Comments: Number of Attachments:
2 2

Category: (?) Group: (7)
Windows FreeMind 0.9.0
Assigned To: (?) Priority: (?)
Nobody/Anonymous o

Status: (?7) Resolution: (?)
Closed Fixed
Summary: (7)

Private: (7)
Export to Openoffice fails No
Trying to export the enclosed 0.9.0 beta 9 map to OpenOffice, results in a
corrupt OpenOffice file.

Add a Comment:

R N A AV A AV A AV AN AV AV AN AV AV AV AV AV AV A VAVAVAVAVAVA VAV VAN

VAV AV AV AV AV VAV AV AV AV AV AV AV AVEV AV AV AV AV AV AV AV AV AV AV AV AV AVAVEAVEVEVAVAVAVEAVEN

Figure 1. Example bug report: #1689403 from
the FreeMind project.
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[ 1249543 ] Undo command

VAVAVAVAVN

AV AV AN A AV A AV AV AN AV AV AN A AV AV AV AV AV AV AV A VAVAVAVA VAV VA A VAV VAVAVEN

You may monitor this Tracker item after you login (register an account, if you do not al
Submitted By: Date Submitted:

Moritz Ringler - ringler 2005-08-01 06:28
Changed to Closed status by: Closed as of:
christianfoltin .~ 2005-08-01 07:35

Last Updated By: Date Last Updated:
christianfoltin - Comment added 2005-08-01 07:35
Number of Comments: Number of Attachments:
1 0

Category: (?) Group: (?)
None None
Assigned To: (7) Priority: (?)
Nobody/Anonymous 9

Status: (7)

Closed

Summary: (7) Private: (?7)
Undo command No

| did not find an Undo command in v0.7.1. | found
myself manually clicking and deleting lots of nodes
after | had pasted a multiline text in the node editor
(consider auto-converting the node to a long node).
Undo is a standard in applications and should be
implemented as soon as possible.

Followups:

Comments

atas .

AR 2AORAERDL ATAIR A A A A A AN

Figure 2. Example feature request: #1249543
from the FreeMind project.

Therefore the three codes of interest were (1) symptom,
(2) specification, and (3) hypothesis.

Using these codes, we coded each phrase in the bug
reports and feature requests. Two of the researchers
independently coded random segments of the bug re-
ports and feature requests. Agreement for these sam-
ples ranged from 83% to 95% per code, indicating that
the codes were robust. Finally, one of the researchers
completed the coding of the issues.

To investigate the remaining research questions, we
narrowed our focus to a single project, jEdit, because
that project provides revision data in a format suited to
our analysis. The jEdit project consists of over 3,000
classes among core components and plugins. Its issue
tracker holds thousands of issues, and the project has
undergone thousands of revisions. We collected Sub-
version log data for jEdit and extracted the issue num-
ber from any log message referencing an issue by its
number. From this, we were able to cross reference
issues with the files that had been changed to fix the
issue. This left us with 253 issues to investigate, includ-
ing 228 bugs and 25 feature requests. On average, each
issue prompted 2.76 files to change.

We wanted to determine how well the textual simi-
larity between each issue (bug report or feature request)
and the files in jEdit could predict which files develop-
ers changed to fix each issue.

To perform this evaluation, we used the Apache Lu-
cene search engine to search among files in jEdit. Lu-
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cene computes the textual similarity just as in Pirolli’s
information foraging calculations of interword correla-
tion [19]. Thus, terms in files were weighted according
to the commonly-used term-frequency inverse docu-
ment frequency (TF-IDF) formula [1]. The interword
correlation between source files and each bug report
was then computed via cosine similarity, a measure
commonly used in information retrieval systems [1].

We developed a special tokenizer for words in
source code, so that CamelCase identifiers (e.g.,
“Newsltem.getSafeXMLFeedURL()”) would be split
into their constituent words (“news item get safe xml
feed url”). We also employed a standard stemming
algorithm on the constituent words. We then used the
issue title for one set of analyses, and the issue title
plus issue summary for the other set of analyses, as a
query for each issue. For each query, we collected the
top 100 results and treated search results outside the
top 100 as having a similarity score of zero, for tracta-
bility reasons.

4. Results

4.1 Wording of Bug Reports and Feature Re-
quests

RQI: Is there a fundamental difference between the
wording of bug reports versus feature requests?

Software tools for programmers (e.g., TeamTracks
[6] and Hipikat [7]) that try to lower programmers’
navigation costs do not take into account what the pro-
grammer’s reason is for navigating, such as whether the
task is fixing a bug, adding a new functionality, or
some other task. In our previous studies [14, 15], in-
formation foraging’s ability to predict where program-
mers would navigate was different between the bug
report versus the feature request we investigated. Al-
though these studies were done in the context of only
one bug report and one feature request, we began to
suspect that there might be something very different in
the way these two types of issues were pursued, and
further that these differences were due at least in part to
the way the issues were worded.

To investigate this possibility, we analyzed the
wording of the 49 bug reports and 32 feature requests
we collected, focusing on three attributes: content de-
scribing symptoms of the program’s current behavior,
content describing desired specifications, and content
offering hypotheses as to the right way to go about
solving the problem. Using the coding scheme de-
scribed in Section 3, for each issue, we assigned each
issue three scores, one for each attribute, which was a
simple count of the instances of that attribute. See Ta-
ble 1 for examples of the coding.
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Table 1. Coding examples from bug reports and feature requests.

Bug Report

Feature Request

Coded Symptom: “HTML syntax wrongly treats \ as
escape char”

Coded Spec: “There should be a user option to let the
root edges be routed just like they were in 0.8.0.

Coded Hypothesis: “It looks to me like the escape
character is escaping the rest of the line rather than
just the next character.”

Coded Hypothesis: “To fix the bug, ignore allocations
that point at a non-existent resource.”

Coded Symptom: “Among these many open
buffers there are always one or two buffers on
which | don't want TextAutoComplete to work.”

Coded Spec: “ | think the incremental search
textbox should tell if the searched string was
found or not (like Firefox does).”

Coded Hypothesis: “The library
‘http://www.lowagie.com/iText/ can perhaps
help to produce reports and charts in PDF
format with vector graphics.”

Figure 3 shows the percentages of bug report and
features including specifications, symptoms, or hy-
potheses. Regarding symptom content, for these 49 bug
reports and 32 feature requests, the bug reports did
describe symptoms significantly more than the 32 fea-
ture requests did, and to a highly significant extent
(Wilcoxen, p=.000, Z=-7.918). In fact, 100% of bug
reports described them versus only 43.75% of feature
requests. Further, feature requests described specifica-
tions significantly more than the bug reports did, also
to a highly significant extent (Wilcoxen, p=.000, Z=-
7.918). Only 6.12% of bug reports contained specifica-
tions versus 93.75% of feature requests.

As Figure 3 also illustrates, there was no significant
difference between bug reports and feature requests in
frequency of hypotheses (Wilcoxen, p=.712,
7=0.3691). In fact, they were almost identical in this
regard: 28.57% of bug reports and 30% of feature re-
quests included statements of hypothesis.

Informally, we noticed that bug reports tended to of-
fer more specific hypotheses than feature requests. Al-
though the hypothesis results are merely suggestive, the
specification and symptom results are very clear: bug
reports’ contents have fundamentally different types of
wording content than feature requests.

100
80
60
40 -
20 -
0

specs symptoms  hypotheses
Figure 3. Percentage of bugs (black) and fea-
tures (gray) that included specifications,

symptoms, or hypotheses.
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4.2 Does scent predict which files to fix?

How does this difference in the wording of the bug
reports versus feature requests play out?

RQ?2: For bugs, is it possible to pick the files to
change solely by information scent?

RQ3: For feature requests, is it possible to pick the
files to change solely by information scent?

Finally, taking into account the previous section’s
findings, the wording in the issues could be worse pre-
dictors than titles alone, leading to this question:

RQ4: Will the issue titles alone be better or worse
predictors than the entire content of the issue?

To evaluate scent’s ability to pick the files to fix, we
treated fixed files as relevant, and unfixed files as ir-
relevant. This means that files that are indeed related to
fixed files were not treated as being relevant if they
were not changed. This definition of relevance has the
advantages of being suitable for automation and being
completely objective, but it is very strict.

Our analysis uses the information retrieval concepts
of precision and recall. Precision tells us what percent
of the files picked out as having high scent were the
fixed files. It is, in a sense, a measure of soundness—
how often is a file that we selected as needing fixing
really in need of fixing? Recall, on the other hand, tells
us what fraction of the fixed files were selected as hav-
ing high scent. It is a measure of completeness—have
we found all the files that needed to be fixed?

Mathematically, these are defined as follows. Let F'
denote the set of files fixed for an issue. Let S denote
the search results, i.e., the files retrieved by using the
issue title (or issue title and summary) as a query. The
intersection of S and F represents the fixed files that

appeared in the search results. Therefore:
o s
precision =—— recall =
S| 7]

These calculations depend on how large F and S are.
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As we have mentioned, on average, F was 2.76. S po-
tentially could return all the files in jEdit (over 3000),
ranked according to cosine similarity. For our pur-
poses, we assigned a cosine similarity score of 0 for
choices ranked below the 100 top-ranked search re-
sults, and included in S only files with cosine similarity
scores above zero.

Regarding precision, as Figure 4 shows near the
right, by the fourth result in the result set, 20% to 40%
of the returned files were indeed files that had required
fixes. More concretely, of scent’s top four choices of
files to fix, one to two of them would be files that did
need fixing.

Regarding recall, Figure 5 shows that more than
50% of the fixed files were retrieved when we returned
files with a cosine similarity of 0.4 or higher: on aver-
age, in only 9 search results when the issue title and
summary were used together as the query.

Precision and recall answer some questions, but they
do not answer whether scent was able to distinguish
between fixed files and unfixed files and thus narrow
down the search from the entire project to a useful sub-
set. The receiver operating characteristic (ROC) curve,
shown in Figure 6, helps answer this question [9]. ROC
curves plot the true positive rate (the percentage of the
fixed files scent rated highly) against the false positive

e ]
A — Bug (title)
~~- Feature request (title)
= Bug (title+summary)
g — == Feature request (title+summary)
c
S
w9 |
© (=}
Q
[oN
(0]
g < | _ee--= -7
N
N -
o
S
T T T T T T
0.0 0.2 0.4 0.6 0.8 1.0
Cosine similarity
Search 34" o 4" 3" 1%t
result:

Figure 4. Average precision (y-axis) at each
cosine similarity score (x-axis) for each type of
issue, using the issue title or the issue title
and summary as the search query. The num-
bers below the cosine similarity scores indi-
cate how far down the results list (on average)
that score fell.

rate (the percentage of unfixed files scent rated highly).
Ideally, a classifier would always rank fixed files
higher than unfixed files; hence the upside-down L-
shaped ROC curve for the ideal. A random classifier
would have a diagonal ROC curve.

The ROC curve, shown in Figure 6, reveals trade-
offs between the percentage of fixed files found versus
the percentage of unfixed files returned in a search. The
shape of the ROC curves was a consequence of the
high recall rate of the first 100 files (out of more than
3000 files) we collected from Lucene. Thus, for bugs
and feature requests, examining just 2-3% of the files
in jEdit yielded 80-90% of the files that were fixed.
Given that, in the model used in this paper, our meas-
ure of scent does not take into account synonyms, we
regard this finding to be remarkable.

Given that feature requests appear closer to the ideal
than bug reports on the ROC curve, we were interested
in whether the scent of feature requests better predicts
which files were fixed than bug reports. To perform
this evaluation, we considered the area under an ROC
curve (AUC), which represents the probability that the
scent will be higher for a fixed file than for an unmodi-
fied file (shown in Table 2). We used a nonparametric
test to compare the AUC between bug reports and fea-

o
-~ ~ — Bug (title)
~ ~~~ Feature request (title)
\‘ = Bug (title+summary)
g — [ = Feature request (title+summary)
\\\
\\
% © _| YA
g ©° B
[0] \\ \
o ( \
o <
z 5 O
< ©° N\ \
~ | “\\ \
o S~== — = ———-
~ - -
o
S -
T T T T T T
0.0 0.2 0.4 0.6 0.8 1.0
Cosine similarity
Search 34" o 4" 31 7t

result:

Figure 5. Average recall (y-axis) by cosine
similarity score (x-axis) for each type of issue,
using the issue title or title and summary as
the query.
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0 — Bug (title)
< o --- Feature request (title)
(= = Bug (title+summary)
= Feature request (title+summary)
Ideal
g . Random chance

T T T T T T
0.0 0.2 0.4 0.6 0.8 1.0

Average false positive rate

Figure 6. A Receiver operating characteristic
curve for each type of issue using titles, or
titles and the summary as the query into the
source code.

ture requests. Regardless of whether we consider the
issue title (Mann Whitney, W = 3099, p = 0.47) or the
full content of the issue (Mann Whitney, W = 2925, p =
0.83), we found no significant difference between the
ability of bug reports versus feature requests to predict
what files were fixed. However, given that we had only
25 feature results in our sample (compared to 228
bugs), we do not take this result too seriously. This
research question remains open.

To answer RQ4, we tested whether the AUC for is-
sue titles differed from the AUC for issue titles and
summaries. For the bug reports, issue titles and summa-
ries were indeed significantly different from titles alone
(Mann Whitney, W = 23215, p < 0.05). For the feature
requests, there was no significant difference in the
AUC for issue titles alone versus issue titles and sum-
maries (Mann Whitney, W = 301, p = 0.83). Ko et al.’s
linguistic analysis of bug titles [11] revealed useful
information in just that small number of words. Our
study confirms the utility of titles alone, although
searching with titles was not necessarily as effective as
searching with titles and summaries for the bug reports.

5. Discussion

Our qualitative analysis of hypothesis statements in
the issues was more thought-provoking than definitive.
When previous findings indicated that scent [14] and a
more complete PFIS information foraging model [15]
better predicted programmers’ navigation behavior for
a particular bug than for a particular feature request
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Table 2. The area under the ROC curve for bug
reports and feature requests for each type of

query.
Average AUC Bug Feature request
Title 88% 95%
Title+summary 91% 95%

(one each in that study), we conjectured that this was
because programmers found it easier to formulate hy-
potheses based on the contents of bug reports. The dif-
ferences we found in hypothesis statements provided in
the 81 issues we hand-analyzed were suggestive along
these lines as well. However, the question remains open
as to whether bug reports in general facilitate accurate
hypothesis formation better than feature requests, and
how this affects an information foraging model’s ability
to predict programmer navigation behavior.

We have not investigated whether the previous find-
ing of navigating for bugs being easier to model than
navigating for features generalizes to navigation behav-
ior across more bugs and feature requests. However,
the current study shows that this finding did not gener-
alize to the new situation of this paper: picking out the
files to fix. Thus, another open question remains
whether, in general, scent or PFIS can better model
programmers’ navigation behavior for bugs than for
feature requests.

6. Threats to validity

Every study has threats to validity. In this study,
since we examined only closed issues, our results may
be optimistic: open issues may be open precisely be-
cause their descriptions do not provide enough detail or
scent to guide developers. Further, the only data avail-
able to us were files that were modified, so we were not
able to take into account files programmers read but
did not change, which could have provided information
key to the maintenance task.

7. Conclusion

In this paper, we have reported on a large field study
of more than 200 software issues on over 3000 open
source files. Our purpose was to learn whether informa-
tion foraging theory, and in particular the information
scent of bug reports and feature requests, can predict
which files programmers should fix to address the bug
or add the new feature. The results were:

e The wording of bug reports and feature requests
differed significantly, in that bug reports predomi-
nantly indicated symptoms and feature requests
predominantly indicated specifications.

e Perhaps for this reason, feature titles alone pro-
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duced better precision than feature request full con-

tent, whereas bug reports were the opposite: full

content produced better results than bug titles only.

e For bugs (full content), scent was able on the aver-
age to accurately pick one file to fix within the first
four search results, and to find half the files to fix
within the first nine search results.

e For features (title only), scent was able on the aver-
age to accurately pick two files to fix within the first
four search results, and to find half the files to fix
within the first nine search results.

These findings illustrate the usefulness of informa-
tion foraging theory as a theoretical foundation for ex-
plaining programmer navigation behavior during main-
tenance. In this study, the theory has shed light into
how to automatically narrow down the files to fix with-
out human intervention or queries, even when the root
cause is missing code (true of some bugs and all new
feature requests). Further, the theory has brought out a
fundamental difference between bug reports and fea-
ture requests, a difference not currently addressed by
navigation tools. These results are encouraging, be-
cause they add to the mounting evidence that informa-
tion foraging theory can be used to explain programmer
behavior. Thus, in turn, may explain why good naviga-
tion tools work well, and may guide the development of
even better code navigation tools in the future.
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