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ABSTRACT
Users often want to augment and enrich entities in their datasets
with relevant information and attributes from external data sources.
As many external data sources are accessible only via keyword
search interfaces, users usually have to formulate keyword queries
that effectively extract information relevant to each entity in their
dataset. This task is challenging when only a small fraction of items
in an external data source are relevant to an entity of interest. This
is challenging as many data sources contain numerous tuples only
a small fraction of which may contain relevant information to the
entity of interest. Furthermore, different datasets may represent
the same information in distinct forms and under different terms,
e.g., each data source may use a different name to refer to the same
person. In these cases, it is difficult to formulate a query that pre-
cisely retrieves information relevant to an entity from an external
data source. Current methods for information enrichment mainly
rely on lengthy and resource-intensive manual effort to formulate
proper queries to discover relevant information. However, in in-
creasingly many settings, it is important for users to get initial
answers quickly and without substantial investment in resources,
such as human attention. We propose a novel progressive approach
to discovering relevant information from external sources and aug-
menting entities in a dataset with minimal expert intervention. It
leverages end users’ feedback to progressively learn how to dis-
cover information relevant to each entity in a dataset from external
data sources. Our empirical evaluation shows that our approach
learns accurate strategies to deliver relevant information quickly.
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1 INTRODUCTION
As a single dataset seldom contains all important pieces of informa-
tion related to an entity, users, such as data scientists, often have
to augment their datasets with additional information about their
entities from external data sources. Users usually query external
data sources to find information related to the entities of interest.
Consider a group of biomedical researchers seeking a drug that
mitigates the symptoms of a novel viral disease. Since there might
not be enough time to develop and clinically test a new drug, the
researchers first try to find and repurpose an existing one that may
mitigate the symptoms of the disease [1]. These researchers may
have a local reference source about the influence of certain drugs
on particular symptoms and their potential side effects whose frag-
ments are shown in Table 1a. However, they would like to find
additional and more recent studies on each drug from external data
sources, such as a source that collects information on off-label uses
of drugs, so that they have comprehensive information of efficacy
and side effects of each drug in their dataset. Table 1b shows some
tuples in such external data source.

It is, however, difficult to find related information to an entity
from external data sources. Many data sources are accessible only
via query interfaces [7]. In these cases, users often do not have
access to the entire external dataset. They might not also have
the resources to download and maintain an up-to-date copy of the
entire external dataset [7]. Given an entity of interest, a user has
to formulate and submit a query to the external query interface
that returns only the information relevant to the entity or at least
minimizes irrelevant results. This might be challenging as each
external data source might contain an enormous amount of infor-
mation, much of which is unrelated to the entity of interest. The
user might leverage the information that identifies entities in the
local dataset to construct queries. For instance, Table 1a shows
fragments of a drug dataset in which drugs are identified by their
brand names. To find the information related to a drug in Table 1a
from the data source whose fragments are shown in Table 1b, a
user might use the brand name of the drug in their query. How-
ever, different data sources can represent the same entity in distinct
forms [6–8]. For example, a drug that is identified using its brand
name in the dataset of Table 1a is referred to by its generic name in
Table 1b, e.g., Provigil and Zoloft are referred to by their generic
names Modafinil and Sertraline in Table 1b, respectively. The same
drug can also be represented using one of its other brand names
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Brand_Name Drug_Class FDA-Approved_Uses Description
Provigil wake-promoting central nervous agent Narcolepsy affect attention areas in the brain
Zoloft selective serotonin reuptake inhibitor Major depression disorder increases serotonin, controls mood & panic
Paxil selective serotonin reuptake inhibitor Obsessive-compulsive disorder boosts serotonin, reduces stress

(a) FDA Drugs

Generic_Name M_Formula Off-Label_Uses How_Works
Modafinil 𝐶15𝐻15𝑁𝑂2𝑆 Depression impacts parts of nervous system & brain that control wake-fullness & attention
Sertraline 𝐶17𝐻14𝐹3𝑁3𝑂2𝑆 Fibromatosis raises serotonin levels in the brain, stops panic
Paroxetine 𝐶19𝐻20𝐹1𝑁1𝑂3 Social Anxiety raises serotonin levels in the brain, improves mood, controls stress

(b) Off-Label Drugs

Table 1: Local database of FDA Drugs and external data source of Off-Label Drugs
in other data sources. Thus, using the name or other identifying
information of an entity of interest might not return any external
information relevant to the entity.

davLocal entities and their related information in an external
data source often share some content. For example, the second tuple
in Tables 1a and its relevant tuple in 1b share the term "serotonin"
in attributes Drug_Class and How_Works, respectively. Due to the
usability and popularity of keyword queries, many data sources
expose their information via keyword query interfaces. One might
submit keyword query "serotonin" to the data source of Table 1b
to find the off label uses of Zoloft. Nevertheless, there might be
many other tuples in this data source that contain the term "sero-
tonin", which are neither relevant to nor have off-label uses of
Zoloft. The keyword query interface might also return these non-
relevant tuples. As opposed to formal query languages, such as
SQL, keyword queries are inherently vague [16, 23]. As they usu-
ally lack exact structural and content information, they might not
express the users’ intents and properties of their desired answers
sufficiently precisely. Keyword query interfaces rely on manually
designed heuristics or training data to find and rank the answers
that match the true intent behind the query [19, 23]. These ranking
and retrieval methods might not be accurate particularly for under-
specified queries that do not provide enough information about
the true information need behind the query [16, 19, 23]. Hence,
the tuples relevant to an entity of interest might appear in a low
position in the returned ranked list requiring a user to inspect a
long list of answers to discover her desired tuples. Also, due to
the large number of potential answers to many keyword queries,
keyword query interfaces usually return limited results, e.g., only
top-k. In this case, the interface might not return any desired tuple.

One might use additional terms in her query to communicate
more information about her desired tuples to the external query
interface. This might enable the external query interface to return
an effective list of results in which the desired tuples are placed in
relatively high positions. For example, one can add the term "panic"
from attribute Description of the tuple of Zoloft in Table 1a to the
keyword query "serotonin" over the data source of Table 1b. As users
do not often know precisely the content of the tuples relevant to an
entity of interest, it is challenging to find such terms in the content
of the entity. To solve this problem, one might use all terms in the
content of an entity to construct a query that extracts its relevant
information from an external source. Because the content of a local
entity and its relevant external tuples might differ significantly,

there might not be likely to have tuples that contain all terms
in such a long query. For example, the second tuple in Table 1b
contains only a subset of terms in the content of its relevant entity,
i.e., second tuple, in Table 1a. In this case, keyword query interfaces
might return all tuples that contain subsets of the input query. As
many tuples might match subsets of a relatively long query over a
large dataset, the query interface might not be able to pinpoint the
relevant ones accurately. For example, the second and third tuples in
Table 1b both contain subsets of terms in the content of the tuple of
Zoloft in Table 1a but the third tuple does not contain off label uses
of Zoloft. Also, to save resources, keyword query interfaces might
limit the number of keywords in their input keyword queries, e.g.,
Yelp!’s Fusion API will return no results if more than 8 keywords
are used, Google.com limits queries to 32 keywords, and in our
evaluation of dblp.org queries with as few as 16 keywords returned
server errors. Hence, a user might have to try every subset of terms
up to a maximum size from the content of an entity to find the
query that returns the information relevant to the entity. This takes
substantial time and resources over large local datasets as they
contain numerous entities where each entity might contain several
attributes. As the structure or content of many external sources
evolve frequently, users might have to repeat these steps.

To the best of our knowledge, the task of formulating queries to
collect external information relevant to an entity of interest is cur-
rently done by manually writing programs that generate queries for
a given external source. As an example, we have recently worked
in an NIH funded project to leverage information from external
biomedical data sources and repurpose current drugs for new viral
or rare genetic diseases [29]. A significant amount of time of the
project is spent on frequently exploring the content and structure
of every external source in the domain to write and maintain pro-
grams that formulate queries that extract relevant information to
entities of interest from the external source. Each program imple-
ments a set of manually written rules specifically developed for
an external source. Most of these rules cannot be reused for other
data sources. Researchers have proposed methods to build keyword
queries using the content of multiple tuples in a dataset with the
objective of extracting information related to the entire dataset
from an external data source [28]. However, these methods assume
that the external keyword query interface is perfectly accurate and
does not return any non-relevant answer, which is not usually true
[19, 23]. Moreover, different data sources might represent informa-
tion in different forms. Also, their goal is to find information related
to the entire dataset rather than an individual entity.
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In this paper, we propose a novel approach that learns to formu-
late effective keyword queries that discover information relevant
to an entity of interest from an external data source. We focus on
keyword query interfaces because of their widespread use. It is
costly to collect sufficient offline training data as it might require
considerable time and effort from expensive domain experts, e.g.,
physicians, and might need to be repeated as the external data set
evolves. Also, users might not have access to the entire dataset
without formulating effective queries to construct training data.
Moreover, users would often like to find information quickly and
without significant upfront investment and delays. For instance,
as there is urgency to identify treatments for the novel virus, it
is highly beneficial if researchers discover the relevant pieces of
information to each drug without a long data preparation period or
a large investment of human labor. Thus, we propose methods that
learn query formulation strategies online and progressively with-
out any upfront cost or long delays. We leverage user feedback on
the relevance of the returned results to (re)formulate and improve
the effectiveness of queries. Following the ideas of pay-as-you-go
approaches [10, 21, 30], users can provide feedback on-demand and
during querying the local dataset, which eliminates long initial de-
lays or intensive upfront costs. As our method continually updates
and improves its strategy of discovering relevant information, it
can gradually adapt to the changes in the external sources without
disruptive retraining or re-deployment.

Progressive learning of keyword queries come with their own
set of challenges. First, querying models should learn to formulate
reasonably accurate queries over external sources early on in their
interactions with users, otherwise users might become discouraged
from using the system and providing feedback. It is particularly
difficult to achieve this goal over large local or external datasets
as the amount of required feedback for accurate learning gener-
ally grows with the number of entities. Second, querying models
should improve their strategies and increase the effectiveness of
their results in the long run. The literature of online learning indi-
cates that a strategy that is effective in the short run, i.e., meets the
first challenge, might not be accurate in the long run as it might
become biased to early observations or decisions that do not de-
liver accurate models in the long run [25]. Third, due to the lack
of prior knowledge about the precise content and structure of the
relevant information in the external data source, the number of
candidate keyword queries for a local entity might be enormous,
which increases the difficulties of finding effective queries. Finally,
the inherent vagueness of keyword queries and the aforementioned
limitations on the length and number of returned results of key-
word query interfaces intensify the challenges of learning accurate
strategies. We propose novel techniques to address the aforemen-
tioned challenges. For some applications, one might have to create
an integrated database by performing other steps of data integra-
tion, such as schema matching, following the step of collecting
relevant information from external data sources [7]. It takes more
more than a single paper to investigate all steps of data integra-
tion. We assume that in these settings, users leverage current data
integration tools to create the final dataset. We focus on the task
of collecting information from external sources effectively in this
paper. Our contributions are:

• We define the problem of discovering information relevant to
entities of interest from a local dataset in external data sources
that can be accessed only via keyword query interfaces. We
show that non-learning methods, such as using identifying
information of the local entities, are not effective (Section 2).

• We introduce an online learning framework for constructing
and continually improving queries that extract information
relevant to entities from external data sources by leveraging
users’ feedback on returned results. We present and examine a
method that learns online a separate model for each individual
local entity. We show that this approach might not scale to large
local datasets as it might require a great deal of user feedback
to learn effective queries (Section 3).

• We propose a method that shares learning across entities in
a dataset. This approach significantly reduces the amount of
required user feedback to learn effective queries (Section 4). To
overcome different representations of information about the
same entity across the local and external sources, we propose
techniques to find and include relevant keywords from the
external data source in queries and leverage features of the
external dataset to learn accurate queries (Section 4.4).

• If the local dataset contains many diverse entities, it might not
be possible to learn effective queries for many entities using a
shared model. Hence, we propose an approach that gradually
replaces a shared model with entity-specific ones based on the
effectiveness of the shared model. The resulting models will
retain the desirable properties of the shared model in the short
run and learns effective queries in the long run.We also leverage
the high learning capacity of Deep Neural Network models to
learn complex querying strategies in the long run. Since these
models might require a great deal of training data, they might
not deliver reasonably accurate results in the short run. We
propose techniques to address this problem (Section 5).

• We perform extensive empirical studies using six pairs of real-
world datasets from different domains, including biology, prod-
ucts, and news. Our studies indicate that our proposed methods
learn reasonably effective queries quickly and improve their
accuracy in the long run over large datasets (Section 6).

The source code and other artifacts of this work can be found at
https://github.com/SubmitionRepository/Entity_Augmentation_VLDB_22.

2 PROBLEM DEFINITION & NON-LEARNING
SOLUTION

2.1 Problem Definition
We model entity augmentation as a series of interactions between
amediator that wraps the local dataset and the query interface over
the external data source. In each interaction given an entity in the
local dataset, the mediator submits a query to the external query
interface to extract information relevant to the entity.

2.1.1 Local Data Model. To simplify our exposition, we assume
that the local dataset is a single relational table where each tuple
stores information about a distinct entity. One may extend our
approach for multi-relational datasets by defining an entity as the
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join of a set of its related tuples in the dataset. We denote the set
of entities in the local dataset (entities for short) by E. For brevity,
unless otherwise noted, we refer to the local dataset simply as the
dataset in the rest of the paper.

2.1.2 Mediator Query. We call the queries submitted by the me-
diator to the external data source mediator queries. Each mediator
query is a keyword query. A keyword query is a finite set of terms,
i.e., keywords. The number of terms in each query is its length. We
denote the set of keyword queries that the mediator chooses from
by K . Terms in the attributes of an entity are some obvious initial
choices for the terms in its keyword queries. The mediator may
also add the metadata information, such as the attributes names, to
queries. As explained in Section 1, since keyword query process-
ing may demand substantial resources, data sources usually limit
the number of terms in keyword queries submitted to their query
interfaces. These limits are usually stored in the query interface
documentation. We assume that all mediator queries submitted to
an external data source have a given fixed length. Unless otherwise
noted, we refer to mediator keyword queries and keyword query
interfaces simply as queries and query interfaces, respectively.

2.1.3 Relevance. Given a query, ideally, a query interface should
return all tuples and only the ones that satisfy the information
need behind the input query, i.e., the ones that are relevant to the
true intent behind the query. However, as opposed to formal query
languages, such as SQL, a keyword query language is inherently
vague [19, 23]. There is not precise consensus on what is exactly an
information need a keyword query represents. For instance, it is not
clear whether query Morgan over a datasets on people’s names and
occupations asks about information on people whose first name is
Morgan, ones whose last name isMorgan, oneswhowork inMorgan
Stanley, or ones who work in JP Morgan. Thus, this language lacks
any precise formal definition for a notion of relevance of a result
to a query. Hence, different query interfaces quantify relevance of
tuples to the input query differently, rank them in decreasing order
of the computed degree of relevance, and return top-𝑘 results where
𝑘 is relatively small, e.g., 20. Query interfaces use several methods,
e.g., traditional information retrieval ranking formulas [23] or learn-
to-rank methods using (offline) human-labeled training data [19],
to quantify relevance and rank results. As the ranking method used
by the external query interface is often not known, we assume that
the mediator does not have any prior knowledge about it.

2.1.4 Querying Strategy and Its Effectiveness. A querying strategy
(strategy for short) is a mapping from E to K . It reflects how the
mediator generates and submits queries over external query inter-
faces to retrieve results relevant to entities. Ideally, the mediator
should adopt a strategy that maps each entity in 𝑒 ∈ E to a query
whose top results in its returned ranked list are in fact relevant
to 𝑒 . There are standard metrics in information retrieval and data
management to measure this property of the returned ranked lists
for keyword queries [23]. One example is Precision@𝑘 that is the
fraction of relevant answers in the top-𝑘 returned results. Another
frequently used metric is Reciprocal Rank that is 1

𝑟 where 𝑟 is the
position of the first relevant answer. Each metric may be more
appropriate for a specific setting. For instance, Reciprocal Rank

may show the effectiveness of results better than Precision@𝑘 if
there are at most a couple relevant answers to the input keyword
query in the underlying dataset. These metrics are computed using
ground truth data labeled by users. Ideally, the goal of a mediator is
to eventually find the most effective strategy, which is a strategy that
maximizes the average of aforementioned metrics over all entities
in E, i.e., Mean Precision@𝑘 or Mean Reciprocal Rank (MRR). As
the mediator does not usually know the representation of the data
in the external source nor the ranking method used by its query
interface accurately, finding an effective strategy is challenging.

2.2 Fixed IDF Method
Following the problem definition in Section 2.1, the question is
which terms a mediator should include in its query for an entity of
interest in the external data source. One obvious option is to choose
a term in the content of the entity based on its "rarity" in the local
dataset. One might assume that the entity in the local dataset and
its relevant tuples in the external one share some content. That is,
there are some terms that appear both in the attributes of the entity
and the attributes of its relevant external tuples. This assumption
is often true as the local and external datasets usually belong to
the same domain of interest, e.g., drugs, and they may share some
content, e.g., datasets in Table 1. These terms might also uniquely
identify the entity among others entities, which will ensure that
the returned results are specifically about the entity of interest.

More specifically, let Dataset Frequency (DF) of a term denote
the fraction of entities in the dataset in which the terms appears at
least once. Inverse Dataset Frequency (IDF) of a term is the inverse
of its DF. The IDF of a term in a dataset quantifies how well that
term identifies the entity within the dataset. As local and external
datasets may belong to the same domain, one might predict that
terms have the same relative IDF in both local and external datasets,
i.e., for terms 𝑡1 and 𝑡2, if 𝐼𝐷𝐹 (𝑡1) > 𝐼𝐷𝐹 (𝑡2) in the local dataset,
we have 𝐼𝐷𝐹 (𝑡1) > 𝐼𝐷𝐹 (𝑡2) over the external one. Hence, if a term
appears both in the entity and its relevant external information
and has relatively high IDF over the local dataset, it might also
effectively identify the relevant results on the external dataset.

Following these assumptions, a mediator can use Fixed IDF Strat-
egy in which it ranks terms that appear in the entity 𝑒 based to
their IDF and uses the top-𝑙 terms to build a query for 𝑒 where 𝑙
is the maximum length of queries accepted by the external query
interface. Since the terms shared between an entity and its external
relevant information are not known, this approach might not be
effective in every case. For example, consider the dataset in Table 1a.
This strategy would prefer the term "Provigil" because it uniquely
identifies the first tuple in the local dataset. However, the query
"Provigil" would return no results from the source in Table 1b.

3 ONLINE QUERY LEARNING
To overcome the lack of information about the data representation
and query answering strategies of the external data source and
limitations of fixed strategies, e.g., IDF, the mediator may gradually
refine its strategy using the outcome of its preceding interactions
with the external data source and learn more effective strategies.
The mediator needs user feedback to determine whether returned
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answers of a chosen query for an entity of interest are indeed rele-
vant to the entity and use this information to revise its strategy if
necessary. It is often costly and time-consuming to collect sufficient
amount of training data in learning solutions to data integration
problems, particularly, in specific domains, such as biology, be-
cause labeling training data may need expensive expertise [7, 15].
Moreover, as explained in Section 1, users often seek after relevant
information quickly and cannot afford significant delay or upfront
resources. An offline training method may need to be repeated
frequently as the external data source may evolve, which make the
current strategy stale and ineffective.

Hence, we follow an online learning approach to reduce the setup
time, users’ waiting, and amount of feedback for finding external
relevant information. In this approach, the external relevant infor-
mation might be presented to the user on-demand as she queries
or explores the local dataset for her own information needs [7, 21].
For example, as the user queries the local dataset of Table 1a for the
uses of Provigil, the mediator will query the external source for the
information relevant to the tuple in the result of the user’s query
over the local dataset, i.e., the first tuple in Table 1a. The mediator
queries external information relevant to the entity of interest us-
ing its current strategy, presents them to the user, and collects her
feedback on the quality of its results. The user feedback may be
explicit, e.g., click-through [26] or eye movement information [12],
or implicit, e.g., skipping results [18]. The mediator may then use
the collected feedback to revise and improve the its strategy.

3.1 Desiderata for Online Query Learning
Ideally, the mediator should learn an effective strategy using lit-
tle amount of interaction and user feedback. Because of the large
number of local entities, large set of possible queries, and the dif-
ferent representations of information in the local and external, it
might not be possible to learn a strategy with the maximum or
a relatively high average in just a few interactions with the user
and external query interface. Nevertheless, if the effectiveness of
a strategy remains relatively low for many rounds, users might
become discouraged and give up on using the system. Hence, our
objective is to design methods that can quickly learn a reasonably
effective strategy in the short run and improve the effectiveness
of strategies in the long run. The exact definition of a reasonably
effective strategy and short run may depend on the difficulty of the
information discovery task, which in turn comes from the number
of entities in the local dataset, amount of information in the external
source, the differences in representing information on the entities
of interest in the local and external sources, and the complexities
of the data items. For instance, it may be unrealistic to aim for a
method that learns to return perfectly accurate answers for 50%
of entities in a large local dataset after only 50 interactions with
a large external data source whose tuples overlap little with their
relevant entities in the local source.

Hence, an online learning method should balance its decisions in
the short and long runs. If it greedily exploits its early observations
to learn and commit to a model that is effective in the short run,
it may miss promising candidate solutions, e.g., terms and queries,
that may result in highly effective results. Thus, an online learning
method should keep exploring its space of possible solutions and

try fresh queries or queries that have not been tried sufficiently
frequently to reduce its bias toward its early observations and
improve its effectiveness in the long run.

3.2 A Tabular Approach
3.2.1 Entity-level Models. A natural approach to learn queries is to
build and maintain a model for each local entity. Each model selects
queries for its entity and updates its information using user feedback
on its delivered results. The mediator strategy for a dataset is the
union of the models of entities in the dataset. More precisely, given
maximum query length 𝑙 , let𝑄𝑒 be the set of of all queries of length
𝑙 whose terms appear in attributes of entity 𝑒 . The mediator uses
queries 𝑞 ∈ 𝑄𝑒 to discover information relevant to 𝑒 in the external
data source. Let the reciprocal rank (RR) of the results for 𝑞 ∈ 𝑄𝑒
follow a fixed unknown distribution with mean 𝑟𝑞 . The randomness
of the degree of effectiveness for 𝑞 may come from the randomness
or subjectivity in user feedback, or possible changes in the content
of external source. Our problem statement and solution extend
to other standard metrics of measuring effectiveness explained in
Section 2, such as precision@𝑘 . We describe our methods for RR
in the rest of this paper for brevity. The objective of learning is to
find 𝑞 ∈ 𝑄𝑒 for 𝑒 with maximum 𝑟𝑞 in 𝑄𝑒 , denoted as 𝑞∗, by trying
the fewest possible queries for 𝑒 .

3.2.2 A Multi-Armed Bandit Formulation. Since each query has a
fixed effectiveness distribution, one may model this problem as an
instance of Stochastic Multi-Armed Bandit (MAB for short) whose
aim is to learn online from a set of candidate alternatives, i.e., arms,
with fixed unknown reward distributions the one with the largest
mean reward [25]. In each round, an MAB algorithm picks an arm
and observes its stochastically generated reward according to its
reward distribution. The success of an MAB algorithm is measured
as the expected sum of its losses compared to the algorithm that
always chooses the arm with the largest mean reward in 𝑛 trials
of arms, i.e., its regret. Using mild assumptions, it is known that
the lower bound of regret for an MAB algorithm without any prior
knowledge on the reward distributions of arms has logarithmic
order in the number of trials [25]. There are asymptotically optimal
MAB algorithms whose idea is to estimate confidence bounds and
intervals on expected reward of each arm given available informa-
tion and pick the one with the largest upper limit of the confidence
bound [2, 17]. This approach is calledUpper Confidence Bound (UCB)
[2, 17]. The larger the observed reward of an arm is and the fewer
times that arm is tried, the greater the upper limit of the confidence
bound will be. Hence, the UCB approach naturally balances ex-
ploitation and exploration in learning. It chooses relatively more
the arms with larger observed mean rewards and keeps trying the
ones that have not been selected sufficiently frequently due to the
relatively large upper limit on their confidence bounds.

It is challenging to use this approach to learn reasonably effective
queries. First 𝑄𝑒 may be too large as it contains all subsets of
terms in 𝑒 with size 𝑙 . We can significantly reduce the number of
available alternatives by learning RR of terms instead of queries.
More precisely, we define RR of a term 𝑡 as the average RR over
queries of the given size 𝑙 that contain 𝑡 . The RR of each term 𝑡

follows a fixed distribution with mean 𝑟𝑡 . We assume that the query
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with maximum RR contains the top-𝑙 (distinct) terms with largest
mean RR among all the terms in 𝑒 . Now, to construct a query of
size 𝑙 , the mediator should lean the 𝑙 terms with the largest rewards
over all terms in 𝑒 . We can use the UCB approach to solve this
problem [25]. The number of arms in this MAB problem is the
number of terms in 𝑒 , which is significantly smaller than the size
of 𝑄𝑒 over large datasets. Hence, this assumption substantially
reduces the solution space of learning.

3.2.3 Challenge of Scalability. It is challenging to scale this ap-
proach to large datasets with many entities. Because each entity
has its own model, the asymptotic amount of required user feed-
back to learn an accurate strategy will be approximately linear in
the number of entities in the dataset. Users may to wait for thou-
sands if not hundreds of thousands of interactions to get relevant
information to their entities of interest in a dataset of hundreds of
thousands of entities. Thus, it is challenging for this approach to
deliver relatively accurate results in the short run and keep users
engaged over large datasets.

4 SHARING LEARNING ACROSS ENTITIES

4.1 Contextual Bandit Query Learning
To reduce the amount of user feedback, one might assume that
there is a single model for formulating queries over the entire local
dataset. This method, however, learns the same query for different
entities. In this section, we consider an entity-conditional model of
query quality that is learned jointly over all entities. This way, we
share learning across various entities while recognizing the distinct
characteristics of each entity for generating its queries. Like the
method in Section 3.2, each alternative. i.e., arm, in this approach is
a term. But, the reward and effectiveness of using each term varies
based on what entity, i.e., context, for which the term is used.

Since the reward of each arm depends on its context, we cast
our online query formulation as a contextual bandit problem [25].
The input of a contextual bandit problem is a finite set of arms and
contexts where at each round only one of the contexts is active. An
arm might be used in different contexts. The reward of each arm
depends on the context in which the arm is used.

4.2 A Linear Bandit Approach
An algorithm with a low asymptotic expected regret for the contex-
tual bandit problem is LinUCB that assumes the reward of each arm
to be a linear function of some vector representations of the arm
and current context [4]. The expected regret of LinUCB is of order√︃
𝑇𝑑 ln3 𝐾𝑇 ln𝑇

𝛿
with probability 1 − 𝛿 where 𝑇 , 𝑑 , and 𝐾 are the

number of trials, dimension of vector representation of arms and
contexts, and number of arms, respectively. LinUCB provides an
asymptotic regret close to the lower regret for the problem, which
is of order

√
𝑇𝑑 [4]. We use LinUCB to learn a shared query model.

More precisely, we assume that expected reward for each term 𝑞

used to query for entity 𝑒 in trial 𝑡 is a linear function 𝑓𝑡 parame-
terized by an unknown weight vector𝑤∗ ∈ R𝑑 as 𝐴𝑡 (𝑞, 𝑒) ·𝑤∗ +𝜖𝑡 ,
where 𝐴𝑡 (𝑞, 𝑒) ∈ R𝑑 is a vectorized feature representing term of 𝑞
and 𝑒 and 𝜖𝑡 is a Gaussian noise with average of 0 and variance of

1. We aim at learning the weight vector𝑤∗ online. In this approach,
user feedback on each query is used to update the parameters of the
reward function of all terms of all queries. Following our running
example, a term coming from the Brand_Name attribute is unlikely
to yield quality matches for any local entity. Hence, our algorithm
would quickly adjust to stop selecting terms from that attribute.
The learned function can also be used to estimate the reward of
never-before-seen terms. Training the model amounts to interact-
ing with the user to find a set of weights 𝑤 that most accurately
predict the model of the reward function.

However, much like the tabular model, the linear model must
exploit what it already knows in order to keep users engaged while
also exploring the space of possible parameters in order to improve
the effectiveness of future queries. Let𝑊 be the set of all possible
weight vectors in R𝑑 . In each round 𝑡 , LinUCB constructs a confi-
dence region 𝐶𝑡 ⊂𝑊 that contains 𝑤∗ with (high) probability of
1−𝛿 using the information on previous trials, i.e., up to 𝑡 −1. It then
picks a term with the maximum largest possible reward over 𝐶𝑡 .
The larger the observed average reward of a term is and the fewer
it has been tried up to round 𝑡 − 1, the larger its maximum possible
reward over 𝐶𝑡 will be. Hence, the algorithm explores terms that
might not have been tried sufficiently many times in the past. Lin-
UCB needs a few updates in its estimated parameter vector in each
round so it is efficient [4].

We use standard effectiveness metrics on the results as the value
of reward, computed based on the user feedback. Since each arm in
our setting is a term, it might seem that the number of arms, 𝐾 , is
too large for our problem, which in turn might increase the order
of regret for using LinUCB. We modify LinUCB such that it does
not consider the terms that do not appear in the current entity as
an arm. Thus, the actual value of 𝐾 becomes relatively small as it
will be the number of terms that appear in the entity for which
we build a query. If certain characteristics are known to be helpful
beforehand, e.g. IDF over local data, their weights can be adjusted
to reflect this knowledge prior to any interaction. Like the method
in Section 3.2, we generate 𝑙 distinct terms using LinUCB algorithm
to construct a query of size 𝑙 .

4.3 Representations of Terms & Entities
We represent𝐴𝑡 (𝑞, 𝑒) using lexical, distributional, and schematic fea-
tures of terms. Lexical features are based on a term’s word type, e.g.,
noun or adjective, as determined by WordNet (wordnet.princeton.
edu). The distributional features of terms, such as IDF, are based
on the properties of terms over the entire local dataset. Terms from
some attributes might be more useful than others in constructing
effective queries. For example, terms in the class of a drug might
identify this drug more effectively in an external biomedical data
sources than its local ID. Hence, we include attributes of terms in
𝐴𝑡 (𝑞, 𝑒). We use a combination of domain-specific, e.g., IDF of a
term in the local dataset, and non-domain-specific, e.g., parts of
speech types fromWordNet, features. The hope is that non-domain-
specific features capture the general characteristics of terms that
are not biased to their domain-specific representations. To capture
the context, i.e., entity. for which a term is used, we include entity-
specific features of terms, such as the frequency of 𝑞 in the content
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of 𝑒 in 𝐴𝑡 (𝑞, 𝑒). We normalize features like frequencies of terms in
entities to ensure that they are comparable across different entities.

We reduce the amount of unhelpful and redundant terms by
eliminating stop-words, e.g., the. It is common for keyword query
interfaces to ignore stop words [23]. Multiple English words often
share the same root word. Thus, query interfaces usually stem the
terms in queries to reduce the size of their indexes and capture
the general meaning of the term. Hence, we stem terms using the
Porter Stemmingmethod [23]. We use the Natural Language Toolkit
(www.nltk.org) for both stemming and stopping. using .

4.4 Using External Terms & Features
An entity and its relevant external information might share a very
few terms. Hence, the method proposed in the preceding section
might not be able to learn a highly effective query to pinpoint the
external information relevant to the entity. Queries that leverage
both terms from an entity and its relevant answer(s) might be more
effective than the ones that use only the terms in the content of
an entity. As the mediator does not have any knowledge about
relevant answers of an entity, it does not know the external terms
in relevant information to an entity initially. The mediator, however,
might find some answers deemed relevant by the user to an entity
during querying the external data source. If the mediator uses the
terms in these relevant answers for the subsequent queries of the
entity, it might deliver queries that improve the position of the
current relevant answer(s) in the ranked list. Because the relevant
results to an entity might be similar and related to the same entity,
they might share some terms. For examples, all drugs for treating a
disease often share information about the disease. Using these terms
might retrieve other relevant results that might not be inaccessible
if the mediator uses only the terms in the content of the local entity.
Thus, if a result is deemed relevant to an entity, we add the terms
that appear in the result to the set of possible terms that mediator
uses to build queries for the entity. We differentiate these terms
from the local ones by adding a binary feature to the term feature
representation used by our model.

Moreover, the statistical features of terms over the entire the
external dataset might reflect how effectively they can find certain
information over the external source. For example, the normal-
ized IDF of a term computed over the external data source might
indicate how effectively this term can pinpoint data items in the
external source. We call these features external features. As the me-
diator can only access the external dataset via its query interface,
it cannot compute the external features as it calculates the features
defined over the local ones. Researchers have developed sampling
techniques to estimate aggregation functions, e.g., count, over data
sources that can be accessed only via query interfaces [20]. The
mediator can use these methods to compute external dataset-level
features in an preprocessing step before the interaction with the
user starts. For instance, IDF over the external data source is equiv-
alent to the inverse of a count function. These features can also
be computed during querying the external data source using the
returned results. In this case, after the mediator has queried the
external data source sufficiently many times and gotten enough
samples, it will use its estimated external features in the query
learning model.

5 OVERCOMING ENTITY DIVERSITY
While the previously described shared linear model can quickly
learn an effective predictor of term relevance, its representational
power is limited and it may not perform optimally for all enti-
ties after converging. In particular. as large datasets often contain
many diverse entities, it is not clear whether this approach may
not perform optimally for all entities. In this section, we propose
methods with relatively high representational power to improve
the effectiveness of queries learned for various entities.

5.1 From Dataset-Level to Entity-Level Learning
In contrast the method proposed in Section 4, the tabular entity-
specific approach in Section 3.2 would eventually result in ideal
performance over very long time spans. To combine the strengths
of these methods, we introduce a two-stage approach that quickly
learns a shared model and then leverages this model to warm-
start entity-specific learning. This method combines the benefits
of shared query learning, i.e., keeping users engaged by learning a
relatively effective model quickly, and the entity-level query learn-
ing models, i.e., learning an effective model for each entity in the
long run. It starts with the learning the shared query model using
the approach explained in Section 4. It then switches to entity-
level models for entities that the shared model cannot find effective
queries, e.g., cannot return any relevant answers, after trying the
learned queries by the shared model for those entities sufficiently
many times.

We, however, modify the tabular entity-specific method pro-
posed in Section 3.2 to 1) speed up its learning and 2) enable it to
use the available information in the learned shared model. Because
candidate solutions in the entity-level learning explained in Sec-
tion 3.2 are terms, it may take long to learn accurate models for
each chosen entity. It cannot also use the knowledge learned by
the shared model. Hence, instead of using the tabular model, we
use LinUCB algorithm to find accurate queries for each selected
entity in entity-level learning. We represent each term in the entity
as a vector of features used to train the shared model. We train a
weight vector𝑤𝑠ℎ𝑎𝑟𝑒𝑑 until some point and then initialize the space
of solutions for each entity-specific model for entity 𝑒 . 𝑤𝑒 , with
𝑤𝑠ℎ𝑎𝑟𝑒𝑑 . This way, the entity-level model may initial the weights
of its feature vectors using the ones learned in the first step. One
might use additional entity-specific features, e.g., the frequencies
of a term appearing in the relevant or non-relevant results for the
entity, in the feature vector for each entity-specific model.

5.2 Longformer Query Learning Model
The simplicity of the linear model is attractive, especially in an
online setting, since it treats estimation as a convex problem and if
features can be used to express the quality of terms, then it should
also performwell early on. However, the linear model’s simplicity is
also a limitation on its ability to discover more nuanced predictors
of a keyword’s quality. Hence, we also explore using a model that
leverages state of the art transformers for richer representations
of tuples and keywords. Specifically, we consider a large-scale pre-
trained Longformer [3] model. Contrasted with the linear model,
the Longformer model can encode entire tuples jointly such that
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individual term quality can be predicted based on keyword represen-
tations contextualized on the entire entity. However, this flexibility
comes at the cost of significantly more parameters and non-convex
optimization.

5.2.1 Encoding Tuples and Scoring Terms. Given an entity 𝑒 , we
concatenate all terms 𝑤𝑖 ∈ 𝑒 into a single string 𝑒 and pass this
through the Longformer model after standard byte-pair-encoding
tokenization. The output of the model provides a contextualized
representation ℎ𝑖 for each input token. Note that the byte-pair-
encoding may break candidate terms into multiple inputs or candi-
date terms may appear multiple times in the entity, so to produce
feature ℎ𝑖 corresponding to term 𝑤𝑖 , the output encodings of all
these instance are averaged. For notational convenience, we simply
write this process as:

ℎ1, ..., ℎ𝑛 = Longformer(𝑒) (1)

These representations capture information about each term
given the context of the entity. To further enrich these feature with
dataset-level information, the characteristic vector from the linear
model 𝐴𝑡 (𝑞𝑖 , 𝑒) is concatenated to each corresponding representa-
tion forming 𝑓𝑖 = [𝐴𝑡 (𝑞𝑖 , 𝑒), ℎ𝑖 ] where [·, ·] denotes concatenation.
𝑓𝑖 is then passed through a small fully-connected neural network
to predict reward for each term 𝑟𝑖 . In our setting, 𝑟𝑖 is an estimate
for reciprocal rank (RR) and is bounded between 0 and 1.

5.2.2 SelectingQueries and Updating. We apply an epsillon-greedy
approach to query formulation [25] – selecting either the next high-
est scoring term or a random term with probability epsillon until
the desired query length is achieved. Once user feedback is received,
the RR for the query is calculated and used to supervise the network.
Specifically, the observed RR is recorded as a prediction target for
all query terms appearing in the returned external matches. Un-
observed terms have targets of 0 assigned. These term-entity-RR
tuples are added to a first-in-first-out buffer of examples holding the
last 50 observed terms. The model is then trained using stochastic
gradient descent with batches of size 8 samples from this buffer at
each iteration.

5.2.3 External Terms & Features. Like the linear model, the deep
model can also take advantage of external terms and features. The
deep model simply treats external features as part of the context
vector 𝐴𝑡 (𝑞𝑖 , 𝑒) meaning they are only considered in the final fully-
connected network. However, using external terms requires the
model to consider new candidate keywords that do not exist in the
local entity. This means that many otherwise useful external terms
will have no contextual embedding. To address this, we introduce
a new [𝐵𝑂𝑅] token. Before sending the concatenated tuple text
through Longformer, we place the special [𝐵𝑂𝑅] at the end of it and
then add all of the external terms. Since it is possible that adding all
of these additional terms will make the new representation exceed
the 4096 token limit, we first sort the external terms in descending
order by external IDF and then concatenate them after the [𝐵𝑂𝑅]
token. This approach ensures that if the tuple must be truncated,
then only the lowest IDF external terms will be lost.

5.2.4 Implementation Details. We use the pretrained base long-
formermodel from theHuggingface Transformers library (longformer-
base-4096) along with its partner byte-pair-encoding tokenizer. All
trained parameters are finetuned using Pytorch’s implementation
of Adam with default hyper-parameters. A potential issue with
finetuning transformers on downstream tasks is that the updates
to the weights could "erase" what the model had learned during
pretraining. This is commonly called catastrophic forgetting and a
common technique to mitigate it is to use linear warmups. Linear
warmups start with a very low learning rate and increase the learn-
ing rate linearly until some maximum is reached. In our case, we
use a linear warmup of 500 interactions whenever we finetune the
Longformer model. Mean squared error is used as the loss function.

6 EMPIRICAL EVALUATION

6.1 Datasets
Table 2 details the six datasets used in our experiments. Each dataset
contains a local dataset and an external data source. We include
the record count for each source along with the average number of
terms per record. Since some records from some sources may have
no related information in their partner source, we also include the
count of matching records on a per source basis.

Both Amazon Google (AG) and WDC Products (WDC) contain
products from e-commerce websites. AG contains sources from two
distinct websites, whereasWDC is derived from the non-normalized
English WDC Product corpus1, which contains products scraped
from many different websites. We take subsets of both datasets. For
WDC, we selected a subset of products that looked to be (mostly)
successfully scraped and then distributed them amongst the two
data sources. We also removed shared identifiers (ISBNs, SKUs, etc.)
that could easily be used to find related information in order to
make the querying task more realistic.

The CORD-19 dataset contains records about scientific papers
and research related to COVID-19 [27], which we split into two
separate sources: one with abstracts only (local) and another with
the coinciding paper/research metadata, such as title, authors, and
journal (external). There are many overlapping terms due to the
entire dataset being COVID-19 related. This aspect not only makes
selecting important terms difficult, but also represents a realistic
settingwhere it is necessary to quickly sift through data and identify
relevant information.

TheDrugs dataset consists of drug reviews fromDrugs.com (local)
[13] and descriptions of the same drugs scraped from Wikipedia
(external). For added realism, we also included an additional 46K
Wikipedia pages that have no matching drug reviews.

The Movie Plots dataset is composed of Internet Movie Database
(IMDB) and Open Movie Database (OMDB) [5]. Both IMDB and
OMDB contain information about movies, such as the title, genre,
year, plot, and country of origin. In order to decrease running time,
we take a subset of the full dataset by selecting movies produced
after 2005. It is important to note that we limit the local dataset
(IMDB) to include only the plot attribute, while removing plot from

1webdatacommons.org/largescaleproductcorpus/v2/index.html#toc6
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dataset source attributes records matches Avg. Terms perfect MRR (@3)
AG Local name, description, manufacturer, price 569 569 223

External title, description, manufacturer, price 671 671 44 0.9840*

Drugs Local drugName, condition, review 13,725 13,725 108
External page_title, wikipedia_summary 46,976 413 168 0.9641

News Local title, article_summary 30,000 30,000 42
External article_content 30,000 30,000 547 0.9603

WDC Local 57,109 57,109 67
External category, brand, prod_title, description, ... 55,247 55,247 72 0.8392

Movie Plots Local plot 115,004 115,004 57
External omdbTitle, Year, Rating, Runtime, Genre, ... 518,036 121,009 31 0.3053

CORD-19 Local abstract 250,575 250,575 205
External sha, source_x, paper_title, doi, pmcid, ... 340,826 250,575 48 0.7945

Table 2: details of datasets used in our evaluation.

OMDB. Including plot in only one source gives a more challenging
environment where fewer attributes overlap.

The News dataset derives from a large dataset covering 38 major
mass-media companies [14], using summaries as the local datset
and articles as the external data source. Our subsample includes
30,000 records. Authors drafted summaries using different tech-
niques resulting in different numbers of unique matching keywords
in summaries. The original dataset has three categories based on
the number of matching keywords. Our subsample includes articles
and summaries from all three categories, giving different degrees
of difficulty for matching.

The last column in Table 2 notes the best performance achievable
for each dataset when sending 3 or fewer keywords. This metric
was calculated offline by searching the entire space of queries for
each entity. Due to the runtime required, we have calculated this
metric only over 5% subsets of each local dataset except for AG
for which we calculate it over the whole dataset. Though it is
unrealistic to assume that anything but computational expensive
offline algorithms can achieve this performance, we still include it
as an indicator of dataset difficulty and term overlap.

6.2 Experimental Setup
In the following experiments, time is measured as the number of
interactions that the mediator has with the external data source.
Each interaction represents an event where the mediator uniformly
samples a record from the local dataset, generates a keyword query
based on that record, sends the query to the external data source,
and then receives results. After receiving a query, the external data
source returns its top-20 results based on a static ranking function
(BM25), which we implement using the Whoosh package2. We
determine the reciprocal rank of top-matching result using ground
truth, which simulates user feedback.

As mentioned earlier, keyword query interfaces place limits on
the length of queries they will accept. As such, we test our models
using query lengths of 4, 8, 16, and 32. These lengths were chosen
because they reflect limits on actual APIs. Comparing a variety of
query lengths will help us understand how query length affects
performance and how our models will perform under certain query
length limits.

2https://github.com/whoosh-community

Since the objective of our models is to maximize Mean Reciprocal
Rank (MRR), we also present it as an effectiveness measure for our
models. We compute MRR as a sliding average over the previous 𝑛
interactions where 𝑛 is determined by the length of experiments.
Unless otherwise noted, we report MRR for each model as the
average over two runs comprising the same amount of interactions.

The models discussed in sections 4 and 5.1 use LinUCB as an
exploration strategy whereas the longformer model discussed in
section 5.2 uses e-greedy. Both exploration strategies use a hy-
perparamtemer to control the extent to which they explore. For
LinUCB we use 𝛼 = 0.1 and for e-greedy we use 𝜖 = 0.05.

6.3 Short Run Performance
The following experiments compare the dataset level linear model
(Bandit) from section 4 with the static IDF method (IDF) from sec-
tion 2.2 for the first 2,000 interactions. MRR is averaged over the
last 500 interactions. Figure 1 and 2 show the performance of both
methods over 4 and 8 keywords and 16 and 32 keywords respec-
tively.

Bandit is able to learn effective querying strategies that quickly
outperform IDF. Early on, IDF achieves a higher MRR than Bandit
over many of the datasets. However, Bandit eventually catches up
and surpasses it. In many cases this happens quite early on. One
exception to this trend is News in Figures 1c and 2c where the local
IDF is a great indicator of a term’s effectiveness. This result is not
too surprising, as titles and summaries of news articles generally
include highly specific terms that also appear in the related articles.

For many datasets, Bandit is able to take better advantage of
tighter query length budgets. The difference in performance be-
tween Bandit and IDF is greatest at lower query lengths. However,
the performance of both methods tend to converge as the query
length grows. These results indicate that sending longer queries can
improve results in many cases, making query length an important
factor in the effectiveness of the models. The one exception to this
is Drugs in Figures 1b and 2b, where longer queries make Bandit
less effective but not to the point of performing worse than IDF.

Longer queries not only have the potential to reduce perfor-
mance in learning models, but they may also be infeasible to use,
making short queries and learning preferable. As mentioned earlier,
longer keyword queries may be outright rejected by external data
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(a) AG

(b) Drugs

(c) News

(d) WDC

(e) Movie Plots

(f) CORD-19

Figure 1: Comparison of the shared linear model (Bandit)
and the static IDF method (IDF) in the short run for query
lengths of 4 and 8 keywords

(a) AG

(b) Drugs

(c) News

(d) WDC

(e) Movie Plots

(f) CORD-19

Figure 2: Comparison of the shared linear model (Bandit)
and the static IDF method (IDF) in the short run for query
lengths of 16 and 32 keywords
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(a) Drugs, 4 keys

(b) CORD-19, 4 keys

(c) Drugs, 8 keys

(d) CORD-19, 8 keys

Figure 3: Comparison of linear model (Bandit) and long-
former with and without external features and terms in the
short run for query lengths of 4 and 8 keywords for Drugs
and CORD-19

sources. This may be due to the performance issues associated with
long queries: in our experiments over CORD-19 and Movie Plots
for 16 and 32 keywords, we found that external query processing
dominates much of the runtime even when our more computation-
ally expensive deep learning model is used. This indicates learning
along with smaller queries are preferable.

6.4 External IDF and Terms
Both Bandit and longformer models make use of external IDF and
terms discussed in section 4.4. However, we find that the inclusion of
external IDF has a largely neutral effect on performance over most

(a) Drugs, 16 keys

(b) CORD-19, 16 keys

(c) Drugs, 32 keys

(d) CORD-19, 32 keys

Figure 4: Comparison of linear model (Bandit) and long-
former with and without external features and terms in the
short run for query lengths of 16 and 32 keywords for Drugs
and CORD-19

datasets. This likely has to do with the lack of added information
that external IDF provides in these cases. When the static IDF
method does well, it must be the case that the local dataset’s IDF is
already a good indicator of effectiveness. Two exceptions to external
IDF having a neutral effect areDrugs, where external IDF helps early
on, and CORD-19, where external IDF tends to hurt performance
slightly early on. We have also found that external terms have little
to no effect on performance in the short run due to the nature
of how they are acquired: since external terms are only available
to entities for which we have previously found a match, they are
largely unused within the first 2k interactions on any dataset except
for AG. Due to the small size of AG, we are guaranteed to re-sample
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previously seen tuples multiple times. Figures 3 and 4 compare
the performance of the Bandit and Longformer models with and
without external IDF and terms over Drugs and CORD-19.

For Drugs, the inclusion of external IDF helps Bandit reach its
peak performance sooner at 4 and 8 keywords. This is likely due
to two properties of the local dataset: 1) it contains many reviews
per drug, giving terms from the drugName attribute low local IDF;
and 2) the review attribute contains natural language text with
many noisy terms with high IDF. Terms from drugName are highly
effective in identifying external Wikipedia pages, hence the IDF
of these terms are much higher on the external than they are on
the local, whereas many of the noisy local terms likely have little
overlap with the more formal external summaries.

On the other hand, there is not strong evidence that external
IDF is a helpful feature for the longformer model over any of our
datasets. Even without the additional feature, the model is able
to achieve high MRR quickly on Drugs. Note that the longformer
model should have more skill in identifying sentence position than
Bandit which only has a sense of term location at the attribute level.
Since drugName is the first attribute of each entity, the longformer
model is quick to learn that the effectiveness of a term lies in its
position in the entity. In other words, we believe the longformer
model quickly picks up on the rule that the first one or two words
in a sentence (i.e., the drugName) are also the most effective in
queries.

Though we have found that external IDF may help on datasets
like Drugs. It can also be a noisy feature in other instances. At 4
keywords on CORD-19, we see that the addition of external IDF
harms Bandit slightly. However, the affect on the longformer model
is more drastic. This may have to do with the differences in IDF dis-
tributions of the sources: due to the domain, much of the language
used in CORD-19 is highly specific, meaning that there is a high
density of high IDF terms, though these terms may not necessarily
be used to describe the same entities across the two sources. The
contextual bandit is more quick to discount the use of high external
IDF, but the longformer model lacks this ability. This makes sense
considering that a linear model should have an easier time regular-
izing its weights than the considerably more complex longformer
model. This may also mean that Bandit is more robust to mitigating
the negative affects of unhelpful features.

6.5 Long Run Performance
As observed in the previous section, the shared dataset-level linear
model (Bandit) quickly climbs in performance but then tends to
plateau as it reaches its maximum capacity. We evaluate both of
our proposed models for improving the learning effectiveness over
datasets in the long run. The first model is Hybrid which combines
the dataset-level linear model (Bandit) from section 4 with the
entity-level model discussed in section 5.1. Hybrid starts with a
dataset-level strategy for all entities and keeps track of two metrics:
1) the MRR in the last two windows of 𝑛 interactions each, and 2)
the last RR observed for individual local entities. For a given local
entity, Hybrid will switch to an entity-specific model if the dataset-
level model has reached its capacity, i.e., MRR has not increased
between the two windows; and the entity has historically poor

performance, i.e., the previous RR observed for this entity is less
than-or-equal to some threshold 𝛽 . The hyperparameters 𝑛 and 𝛽
are set to 50 and 0 respectively. The second model is Longformer
which is discussed in section 5.2.

The performance of both models at 4 and 8 keywords and 16
and 32 keywords are shown in Figures 5 and 6 respectively. For
datasets with fewer than 100k local entities, we run our models
for an amount of interactions roughly equal to the amount of local
entities. The exception to this is our smallest dataset AG, for which
we run our models for 2k interactions. For our largest datasets
Movie Plots and CORD-19, we limit the amount of interactions to
100k. Due to the runtime required for these experiments, we present
single runs rather than an average of 2. However, even with this
modification, experiments for 16 and 32 keywords were prohib-
itively long to run for CORD-19 and Movie Plots due to external
query processing time.

Both Hybrid and Longformer continue to improve in the long run
over most datasets. However, Hybrid is more consistently effective
and does not exhibit any obvious reductions in performance. Com-
pare this with Longformer on Movie Plots in Figure 5e. At around
50k interactions, Longformer drops in effectiveness and then stalls
for the remaining 20k interactions. Since Hybrid only switches to
a tuple-specific strategy in cases where the dataset-level model
is historically ineffective, it does not drop in performance like a
more complex model may. Figure 5f indicates that Hybrid is also
significantly more effective on CORD-19. At both 4 and 8 keywords,
Hybrid outperforms Longformer from the start and continues to
improve over time whereas Longformer does worse regardless of
query length and shows no signs of improvement at 4 keywords.

Figure 5a shows one instance where Longformer outperforms
Hybrid. However, Longformer has a slower start and the 8 keyword
Hybrid model eventually catches up. Note that AG has very few
local entities compared to the rest of our datasets. This means that
2k interactions constitutes a significant amount of training data
relative to the amount of entities.

7 RELATEDWORK
DeepWeb Crawling & Querying.Web crawlers aim at extracting
the entire information stored in external data sources to organize
it for future use, e.g., search [9, 20, 22, 28, 31]. Many Web data
sources can be accessed only via form query interfaces, i.e., deep
Web. Researchers have proposed techniques that find a minimal
set of queries to crawl all accessible tuples of these data sources
[9, 22]. As opposed to our setting, they do not consider the notion of
relevance to a given entity. Some systems provide a unified query
interface over multiple Web form query interfaces so users can
querymultiple sources via a single interface [9, 31]. They preprocess
query forms to translate the queries over the unified interface to
the ones over external query interfaces. Our system, however, finds
information relevant to local entities over keyword query interfaces.
It also does not perform any preprocessing to understand the query
answering methods of the external sources.

Entity Resolution. Entity resolution is the problem of finding
records that refer to the same real-world entities potentially across
different datasets [11, 15]. As opposed to our setting, in entity
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(a) AG (MRR of last 500 interactions)

(b) Drugs (MRR of last 1000 interactions)

(c) News (MRR of last 1000 interactions)

(d) WDC (MRR of last 2000 interactions)

(e) Movie Plots (MRR of last 10000 interactions)

(f) CORD-19 (MRR of last 10000 interactions)

Figure 5: Comparison of Hybrid and Longformer models in
the long run for query lengths of 4 and 8 keywords

resolution, all records are available to the algorithms, On possible
method to solve our problem is to crawl all records of an external
source and then apply entity resolution techniques to augment
information of entities in the local dataset. This method, however,
takes a great deal of time to crawl the entire external source. In

(a) AG (MRR of last 500 interactions)

(b) Drugs (MRR of last 1000 interactions)

(c) News (MRR of last 1000 interactions)

(d) WDC (MRR of last 2000 interactions)

Figure 6: Comparison of Hybrid and Longformer models in
the long run for query lengths of 16 and 32 keywords

particular, external sources often limit the rate of query submission,
e.g., National Center for Biotechnology Information (NCBI) limits
queries for 3-10 requests/second [24]. It will also take significant
computational resources and human labor to maintain and update
local copies of large external datasets.

8 CONCLUSION FUTUREWORK
Users would often like to access external information relevant to
an entity in their local data. As the information in many external
data sources are available only via keyword query interfaces, users
have to formulate queries that retrieve the information relevant to
their entities of interest. It is challenging as users may not know
the content or structure of the external data source precisely. We
proposes novel methods that learn online effective queries for re-
turning external information relevant to entities of interest using
end-user feedback. Our empirical studies indicate that our proposed
methods learn reasonably accurate queries in short run and improve
the accuracy of their learned queries in the long run.
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We plan to build upon our findings in this paper and investigate
online query learning for query languages more expressive than
keyword queries as many data sources offer query interfaces that
accept expressive query languages, such as (subsets of) SQL. It is a
more challenging problem to address as its space of possible queries
is larger than the one of keyword query language. Moreover, these
query interfaces might not provide partially correct answer, e.g., a
combination of relevant and non-relevant answers. We also plan to
integrate our online query learning method with other components
in the data integration pipeline, e.g., schema matching, to create an
end-to-end system that learns data integration policies online.

REFERENCES
[1] Ted T. Ashburn and Karl B. Thor. 2004. Drug repositioning: identifying and

developing new uses for existing drugs. Nature Reviews Drug Discovery 3, 8
(2004), 673–683.

[2] Peter Auer, Nicolo Cesa-Bianchi, Yoav Freund, and Robert E Schapire. 2002. The
nonstochastic multiarmed bandit problem. SIAM journal on computing 32, 1
(2002).

[3] Iz Beltagy, Matthew E. Peters, and Arman Cohan. 2020. Longformer: The Long-
Document Transformer. arXiv:2004.05150 (2020).

[4] Wei Chu, Lihong Li, Lev Reyzin, and Robert Schapire. 2011. Contextual Bandits
with Linear Payoff Functions. In AISTATS. 208–214.

[5] Sanjib Das, AnHai Doan, Paul Suganthan G. C., Chaitanya Gokhale, Pradap
Konda, Yash Govind, and Derek Paulsen. [n. d.]. The Magellan Data Repository.
https://sites.google.com/site/anhaidgroup/projects/data.

[6] Dong Deng et al. 2017. The Data Civilizer System. In CIDR.
[7] AnHai Doan, Alon Halevy, and Zachary Ives. 2012. Principles of Data Integration

(1st ed.). Morgan Kaufmann Publishers Inc., San Francisco, CA, USA.
[8] Xin Luna Dong and Divesh Srivastava. 2013. Big Data Integration. PVLDB 6, 11

(2013).
[9] Eduard C. Dragut, Weiyi Meng, and Clement T. Yu. 2012. Interface Understanding

Deep Web Query and Integration. Morgan & Claypool Publishers.
[10] Michael J. Franklin, Alon Y. Halevy, and David Maier. 2008. A first tutorial on

dataspaces. PVLDB 1, 2 (2008).
[11] Lise Getoor and Ashwin Machanavajjhala. 2013. Entity Resolution for Big Data.

1527.
[12] Laura A. Granka, Thorsten Joachims, and Geri Gay. 2004. Eye-tracking Analysis

of User Behavior in WWW Search. In SIGIR.
[13] Felix Gräßer, Surya Kallumadi, Hagen Malberg, and Sebastian Zaunseder. 2018.

Aspect-based sentiment analysis of drug reviews applying cross-domain and
cross-data learning. In International Conference on Digital Health. 121–125.

[14] Max Grusky, Mor Naaman, and Yoav Artzi. 2018. Newsroom: A Dataset of 1.3
Million Summaries with Diverse Extractive Strategies. In NAACL.

[15] Sairam Gurajada, Lucian Popa, Kun Qian, and Prithviraj Sen. 2019. Learning-
Based Methods with Human-in-the-Loop for Entity Resolution. In CIKM.
2969–2970.

[16] Vagelis Hristidis, Luis Gravano, and Yannis Papakonstantinou. 2003. Efficient
IR-Style Keyword Search over Relational Databases. In VLDB.

[17] Kevin Jamieson, Matthew Malloy, Robert Nowak, and Sébastien Bubeck. 2014. lil’
UCB : AnOptimal ExplorationAlgorithm forMulti-Armed Bandits. In Proceedings
of The 27th Conference on Learning Theory, Vol. 35. 423–439.

[18] Diane Kelly and Jaime Teevan. 2003. Implicit Feedback for Inferring User Prefer-
ence: A Bibliography. SIGIR Forum 37, 2 (2003).

[19] Tie-Yan Liu. 2009. Learning to Rank for Information Retrieval. Foundations and
Trends® in Information Retrieval 3, 3 (2009), 225–331.

[20] Weimo Liu, Saravanan Thirumuruganathan, Nan Zhang, and Gautam Das. 2014.
Aggregate Estimation over Dynamic Hidden Web Databases. PVLDB 7, 12 (2014),
1107–1118.

[21] Jayant Madhavan, Shawn R. Jeffery, Shirley Cohen, Xin (Luna) Dong, David
Ko, Cong Yu, and Alon Halevy. 2007. Web-scale Data Integration: You can only
afford to Pay As You Go. In CIDR.

[22] Jayant Madhavan, David Ko, Łucja Kot, Vignesh Ganapathy, Alex Rasmussen,
and Alon Halevy. 2008. Google’s DeepWeb Crawl. PVLDB 1, 2 (2008), 1241–1252.

[23] Christopher D. Manning, Prabhakar Raghavan, and Hinrich Schütze. 2008. Intro-
duction to Information Retrieval. Cambridge University Press.

[24] NCBI. [n. d.]. NCBI Insights. https://ncbiinsights.ncbi.nlm.nih.gov/2017/11/02/
new-api-keys-for-the-e-utilities. Accessed: 2022-02-15.

[25] Aleksandrs Slivkins. 2019. Introduction to Multi-Armed Bandits. Found. Trends
Mach. Learn. 12, 1-2 (2019).

[26] Aleksandr Vorobev, Damien Lefortier, Gleb Gusev, and Pavel Serdyukov. 2015.
Gathering additional feedback on search results by multi-armed bandits with

respect to production ranking. InWWW.
[27] Lucy Lu Wang, Kyle Lo, Yoganand Chandrasekhar, Russell Reas, Jiangjiang Yang,

Darrin Eide, Kathryn Funk, Rodney Michael Kinney, Ziyang Liu, William Merrill,
P. Mooney, D. Murdick, Devvret Rishi, J. Sheehan, Zhihong Shen, Brandon
Stilson, Alex DWade, KuansanWang, ChristopherWilhelm, Boya Xie, Douglas A.
Raymond, Daniel S. Weld, Oren Etzioni, and Sebastian Kohlmeier. [n. d.]. CORD-
19: The COVID-19 Open Research Dataset. ([n. d.]).

[28] Pei Wang, Ryan Shea, Jiannan Wang, and Eugene Wu. 2019. Progressive Deep
Web Crawling Through Keyword Queries For Data Enrichment. In SIGMOD.
229–246.

[29] E. C. Wood, Amy K. Glen, Lindsey G. Kvarfordt, Finn Womack, Liliana Acevedo,
Timothy S. Yoon, Chunyu Ma, Veronica Flores, Meghamala Sinha, Yodsawalai
Chodpathumwan, Arash Termehchy, Jared C. Roach, Luis Mendoza, Andrew S.
Hoffman, Eric W. Deutsch, David Koslicki, and Stephen A. Ramsey. 2021. RTX-
KG2: a system for building a semantically standardized knowledge graph for
translational biomedicine. bioRxiv (2021). https://www.biorxiv.org/content/
early/2021/11/01/2021.10.17.464747

[30] Zhepeng Yan, Nan Zheng, Zachary G Ives, Partha Pratim Talukdar, and Cong Yu.
2013. Actively soliciting feedback for query answers in keyword search-based
data integration. PVLDB 6, 3 (2013).

[31] Nan Zhang and GautamDas. 2011. Exploration of DeepWeb Repositories. PVLDB
4, 12 (2011).

14

https://sites.google.com/site/anhaidgroup/projects/data
https://ncbiinsights.ncbi.nlm.nih.gov/2017/11/02/new-api-keys-for-the-e-utilities
https://ncbiinsights.ncbi.nlm.nih.gov/2017/11/02/new-api-keys-for-the-e-utilities
https://www.biorxiv.org/content/early/2021/11/01/2021.10.17.464747
https://www.biorxiv.org/content/early/2021/11/01/2021.10.17.464747

	Abstract
	1 Introduction
	2 Problem Definition & Non-Learning Solution
	2.1 Problem Definition
	2.2 Fixed IDF Method

	3 Online Query Learning
	3.1 Desiderata for Online Query Learning
	3.2 A Tabular Approach

	4 Sharing Learning Across Entities
	4.1 Contextual Bandit Query Learning
	4.2 A Linear Bandit Approach
	4.3 Representations of Terms & Entities
	4.4 Using External Terms & Features

	5 Overcoming Entity Diversity
	5.1 From Dataset-Level to Entity-Level Learning
	5.2 Longformer Query Learning Model

	6 Empirical Evaluation
	6.1 Datasets
	6.2 Experimental Setup
	6.3 Short Run Performance
	6.4 External IDF and Terms
	6.5 Long Run Performance

	7 Related Work
	8 Conclusion  Future Work
	References

